
UNIT I
Introduction to Big Data Analytics



This unit covers

•What is Analytics? 

• What is Big Data? 

• Characteristics of Big Data 

• Domain Specific Examples of Big Data 

• Analytics Flow for Big Data 

• Big Data Stack 

• Mapping Analytics Flow to Big Data Stack 

• Analytics Patterns 



What is Analytics?

•Raw data in itself does not have a meaning until it is contextualized 
and processed into useful information. 

•Analytics is this process of extracting and creating information from 
raw data by filtering, processing, categorizing, condensing and 
contextualizing the data.



Types of Analytics

•Descriptive Analytics

•Diagnostic Analytics

•Predictive Analytics

•Prescriptive Analytics



Mapping between types of analytics and computational tasks or 
giants



Descriptive Analytics

• It comprises analyzing past data to present it in a summarized form 
which can be easily interpreted. 

•What has happened?



Diagnostic Analytics

• It comprises analysis of past data to diagnose the reasons as to why 
certain events happened.

•Why did it happen?

•Example

a system that collects and analyzes sensor data from machines for 
monitoring their health and predicting failures.



Predictive Analytics

• It comprises predicting the occurrence of an event or the likely 
outcome of an event or forecasting the future values using prediction 
models.

•What is likely to happen?

•Example

For predicting when a fault will occur in a machine.



Prescriptive Analytics

•While predictive analytics uses prediction models to predict the likely 
outcome of an event, prescriptive analytics uses multiple prediction 
models to predict various outcomes and the best course of action for 
each outcome.

•What can we do to make it happen?

•Example

prescriptive analytics can be used to prescribe the best medicine 
for treatment of a patient based on the outcomes of various medicines 
for similar patients.



What is Big Data?

• collections of datasets whose volume, velocity or variety is so large 
that it is difficult to store, manage, process and analyze the data 
using traditional databases and data processing tools

•Types of Data
❖ Structured Data
❖ Unstructured Data
❖ Semi-structured Data



According to an estimate by IBM, 2.5 
quintillion bytes of data is created every day

o Facebook users share nearly 4.16 million pieces of content 
o Twitter users send nearly 300,000 tweets 
o Instagram users like nearly 1.73 million photos 
o YouTube users upload 300 hours of new video content 
o Apple users download nearly 51,000 apps 
o Skype users make nearly 110,000 new calls 
o Amazon receives 4300 new visitors 
o Uber passengers take 694 rides 
o Netflix subscribers stream nearly 77,000 hours of video



Big Data Analytics

• It deals with collection, storage, processing and analysis of this massive 
scale data. 
• Specialized tools and frameworks are required for big data analysis when: 

(1) the volume of data involved is so large that it is difficult to store, 
process and analyze data on a single machine, 

(2) the velocity of data is very high and the data needs to be analyzed in 
real-time, 

(3) there is variety of data involved, which can be structured, 
unstructured or semi-structured, and is collected from multiple data sources, 

(4) various types of analytics need to be performed to extract value from 
the data such as descriptive, diagnostic, predictive and prescriptive analytics. 



Big data analytics involves several steps

•Data cleansing, 

•Data munging (or wrangling), 

•Data processing and Visualization. 



Big data analytics life-cycle

•Collection of data from multiple data sources. 

• Specialized tools and frameworks are required to ingest the data from 
different sources into the dig data analytics backend. 

•The data is stored in specialized storage solutions (such as distributed 
file systems and non-relational databases) which are designed to 
scale.



Examples - Big Data

• Data generated by social networks including text, images, audio and 
video data 

• Click-stream data generated by web applications such as e-Commerce 
to analyze user behavior 

• Machine sensor data collected from sensors embedded in industrial 
and energy systems for monitoring their health and detecting failures 

• Healthcare data collected in electronic health record (EHR) systems 

• Logs generated by web applications 

• Stock markets data 

• Transactional data generated by banking and financial applications



Characteristics of Big Data

•Volume 

Big data is a form of data whose volume is so large that it would not fit on a 
single machine therefore specialized tools and frameworks are required to store 
process and analyze such data.

• Example

social media applications process billions of messages everyday, industrial and 
energy systems can generate terabytes of sensor data everyday, cab aggregation 
applications can process millions of transactions in a day



Velocity

•Data refers to how fast the data is generated. Data generated by 
certain sources can arrive at very high velocities.

•Example

social media data or sensor data.



Variety

• It refers to the forms of the data. Big data comes in different forms 
such as structured, unstructured or semi-structured, including text 
data, image, audio, video and sensor data. Big data systems need to 
be flexible enough to handle such variety of data.



Veracity

•Veracity refers to how accurate is the data. To extract value from the 
data, the data needs to be cleaned to remove noise. Data-driven 
applications can reap the benefits of big data only when the data is 
meaningful and accurate. Therefore, cleansing of data is important so 
that incorrect and faulty data can be filtered out.



Value

•Value of data refers to the usefulness of data for the intended 
purpose. The end goal of any big data analytics system is to extract 
value from the data. The value of the data is also related to the 
veracity or accuracy of the data. For some applications value also 
depends on how fast we are able to process the data.



Applications

•Web

• Financial

•Healthcare

• Internet of Things

•Environment

• Logistics & Transportation

• Industry

•Retail



Financial -Credit Risk Modeling

• Banking and Financial institutions use credit risk modeling to score credit 
applications 
• predict if a borrower will default or not in the future. 
• Credit risk models are created from the customer data that includes, credit 

scores obtained from credit bureaus, credit history, account balance data, 
account transactions data and spending patterns of the customer. 
• Credit models generate numerical scores that summarize the credit 

worthiness of customers. 
• Since the volume of customer data obtained from multiple sources can be 

massive, big data systems can be used for building credit models. 
• Big data systems can help in computing credit risk scores of a large number 

of customers on a regular basis. 



Financial -Fraud Detection 

•Banking and Financial institutions can leverage big data systems for 
detecting frauds such as credit card frauds, money laundering and 
insurance claim frauds. 

•Real-time big data analytics frameworks can help in analyzing data 
from disparate sources and label transactions in real-time. 

•Machine learning models can be built for detecting anomalies in 
transactions and detecting fraudulent activities. 

•Batch analytics frameworks can be used for analyzing historical data 
on customer transactions to search for patterns that indicate fraud. 



Healthcare

The healthcare ecosystem consists of numerous entities including 
healthcare 

•providers (primary care physicians, specialists, or hospitals), 

•payers (government, private health insurance companies, employers), 

•pharmaceutical, 

•device and medical service companies, 

• IT solutions and services firms, and patients. 



• The process of provisioning healthcare involves massive healthcare data that exists in different forms 
(structured or unstructured), is stored in disparate data sources (such as relational databases, or file servers) 
and in many different formats. 

• To promote more coordination of care across the multiple providers involved with patients, their clinical 
information is increasingly aggregated from diverse sources into Electronic Health Record (EHR) systems. 

• EHRs capture and store information on patient health and provider actions including individual-level laboratory 
results, diagnostic, treatment, and demographic data. 

• Though the primary use of EHRs is to maintain all medical data for an individual patient and to provide efficient 
access to the stored data at the point of care, EHRs can be the source for valuable aggregated information about 
overall patient 

• With the current explosion of clinical data the problems of how to collect data from distributed and 
heterogeneous health IT systems and how to analyze the massive scale clinical data have become critical. 

• Big data systems can be used for data collection from different stakeholders (patients, doctors, payers, 
physicians, specialists, etc) and disparate data sources (databases, structured and unstructured formats, etc). 
Big data analytics systems allow massive scale clinical data analytics and facilitate development of more efficient 
healthcare applications, improve the accuracy of predictions and help in timely decision making



some healthcare applications that can 
benefit from big data systems:
• Epidemiological Surveillance

• Patient Similarity-based Decision Intelligence Application

• Adverse Drug Events Prediction 

• Detecting Claim Anomalies

• Evidence-based Medicine

• Real-time health monitoring



Analytics Flow for Big Data

• For an application, selecting the options for each step in the analytics 
flow can help in determining the right tools and frameworks to 
perform the analyses.



Analytics Flow



Data Collection

•Data collection is the first step for any analytics application. 

•Before the data can be analyzed, the data must be collected and 
ingested into a big data stack. 

•The choice of tools and frameworks for data collection depends on 
the source of data and the type of data being ingested. 

• For data collection, various types of connectors can be used such as 
publish-subscribe messaging frameworks, messaging queues, 
source-sink connectors, database connectors and custom connectors. 



Data Preparation

• Data can often be dirty and can have various issues that must be resolved before the data can be processed, such as corrupt 
records, missing values, duplicates, inconsistent abbreviations, inconsistent units, typos, incorrect spellings and incorrect 
formatting. 

• Data preparation step involves various tasks such as data cleansing, data wrangling or munging, de-duplication, 
normalization, sampling and filtering. 

• Data cleaning detects and resolves issues such as corrupt records, records with missing values, records with bad formatting, 
for instance. 

• Data wrangling or munging deals with transforming the data from one raw format to another. 

• For example, when we collect records as raw text files form different sources, we may come across inconsistencies in the field 
separators used in different files. Some file may be using comma as the field separator, others may be using tab as the field 
separator. 

• Data wrangling resolves these inconsistencies by parsing the raw data from different sources and transforming it into one 
consistent format. Normalization is required when data from different sources uses different units or scales or have different 
abbreviations for the same thing. 

• For example, weather data reported by some stations may contain temperature in Celsius scale while data from other 
stations may use the Fahrenheit scale. Filtering and sampling may be useful when we want to process only the data that meets 
certain rules. Filtering can also be useful to reject bad records with incorrect or out-of-range values.



Analysis Types

• In the analysis flow is to determine the analysis type for the 
application

• various options for analysis types and the popular algorithms for each 
analysis type



Analysis Modes

•With the analysis types selected for an application, 

• the next step is to determine the analysis mode, which can be either batch, 
real-time or interactive. 

• The choice of the mode depends on the requirements of the application. 

• If your application demands results to be updated after short intervals of 
time (say every few seconds), then real-time analysis mode is chosen. 
However if your application only requires the results to be generated and 
updated on larger timescales (say daily or monthly), then batch mode can 
be used. 

• If your application demands flexibility to query data on demand, then the 
interactive mode is useful. 



•Once you make a choice of the analysis type and the analysis mode, 
you can determine the data processing pattern that can be used. 

• For example, for basic statistics as the analysis type and the batch 
analysis mode, MapReduce can be a good choice. Whereas for 
regression analysis as the analysis type and real-time analysis mode 
(predicting values in real-time), the Stream Processing pattern is a 
good choice. 

•The choice of the analysis type, analysis mode, and the data 
processing pattern can help you in shortlisting the right tools and 
frameworks for data analysis. 



Visualizations

• The choice of the visualization tools, serving databases and web 
frameworks is driven by the requirements of the application.

• Visualizations can be static, dynamic or interactive. 

• Static visualizations are used when you have the analysis results stored in a 
serving database and you simply want to display the results. 

• However, if your application demands the results to updated regularly, 
then you would require dynamic visualizations (with live widgets, plots, or 
gauges). 

• If you want your application to accept inputs from the user and display the 
results, then you would require interactive visualizations.



Big Data Stack

• While the Hadoop framework has been one of the most popular frameworks for big data analytics, there are several types of 
computational tasks for which Hadoop does not work well. 

• we will identify the cases where Hadoop works and where it does not, and describe the motivation for having a Big Data stack 
that can be used for various types of analytics and computational tasks. 

• Hadoop is an open source framework for distributed batch processing of massive scale data using the MapReduce 
programming model. 

• The MapReduce programming model is useful for applications in which the data involved is so massive that it would not fit on a 
single machine. 

• In such applications, the data is typically stored on a distributed file system (such as Hadoop Distributed File System - HDFS). 
MapReduce programs take advantage of locality of data and the data processing takes place on the nodes where the data 
resides.

• In other words, the computation is moved to where the data resides, as opposed the traditional way of moving the data from 
where it resides to where the computation is done. 

• MapReduce is best suited for descriptive analytics and the basic statistics computational tasks because the operations involved 
can be done in parallel (for example, computing counts, mean, max/min, distinct, top-N, filtering and joins). 

• Many of these operations are completed with a single MapReduce job. For more complex tasks, multiple MapReduce jobs can 
be chained together. 



Raw Data Sources

In any big data analytics application or platform, before the data is processed and analyzed, it must be captured 
from the raw data sources into the big data systems and frameworks. Some of the examples of raw big data 
sources include: 

• Logs: Logs generated by web applications and servers which can be used for performance monitoring 

• Transactional Data: Transactional data generated by applications such as eCommerce, Banking and Financial 

• Social Media: Data generated by social media platforms • Databases: Structured data residing in relational 
databases 

• Sensor Data: Sensor data generated by Internet of Things (IoT) systems 

• Clickstream Data: Clickstream data generated by web applications which can be used to analyze browsing 
patterns of the users 

• Surveillance Data: Sensor, image and video data generated by surveillance systems 

• Healthcare Data: Healthcare data generated by Electronic Health Record (EHR) and other healthcare applications 

• Network Data: Network data generated by network devices such as routers and firewalls



Data Access Connectors

The Data Access Connectors includes tools and frameworks for collecting and ingesting data from 
various sources into the big data storage and analytics frameworks. The choice of the data connector 
is driven by the type of the data source. Let us look at some data connectors and frameworks which 
can be used for collecting and ingesting data. These connectors can include both wired and wireless 
connections. 

• Publish-Subscribe Messaging: Publish-Subscribe is a communication model that involves 
publishers, brokers and consumers. Publishers are the source of data. Publishers send the data to 
the topics which are managed by the broker. Publish-subscribe messaging frameworks such as Apache 
Kafka and Amazon Kinesis. 

• Source-Sink Connectors: Source-Sink connectors allow efficiently collecting, aggregating and 
moving data from various sources (such as server logs, databases, social media, streaming sensor 
data from Internet of Things devices and other sources) into a centralized data store (such as a 
distributed file system). Apache Flume, which is a framework for aggregating data from different 
sources. Flume uses a data flow model that comprises sources, channels and sinks. 

• Database Connectors: Database connectors can be used for importing data from relational 
database management systems into big data storage and analytics frameworks for analysis. Apache 
Sqoop, which is a tool that allows importing data from relational databases.



•Messaging Queues: Messaging queues are useful for push-pull 
messaging where the producers push data to the queues and the 
consumers pull the data from the queues. The producers and 
consumers do not need to be aware of each other. Messaging 
queues such as RabbitMQ, ZeroMQ, RestMQ and Amazon SQS. 

• Custom Connectors: Custom connectors can be built based on the    
source of the data and the data collection requirements. Some 
examples of custom connectors include: custom connectors for 
collecting data from social networks, custom connectors for NoSQL 
databases and connectors for Internet of Things (IoT). Custom 
connectors based on REST, WebSocket and MQTT. IoT connectors such 
as AWS IoT and Azure IoT Hub



Big Data Stack



Data Storage

•The data storage block in the big data stack includes distributed file 
systems and non-relational (NoSQL) databases, which store the data 
collected from the raw data sources using the data access connectors. 

•Hadoop Distributed File System (HDFS), a distributed file system that 
runs on large clusters and provides high-throughput access to data. 
With the data stored in HDFS, it can be analyzed with various big data 
analytics frameworks built on top of HDFS. For certain analytics 
applications, it is preferable to store data in a NoSQL database such 
as HBase. HBase is a scalable, non-relational, distributed, 
column-oriented database that provides structured data storage for 
large tables. 



Batch Analytics

• Hadoop-MapReduce: Hadoop is a framework for distributed batch processing of big data. The MapReduce 
programming model is used to develop batch analysis jobs which are executed in Hadoop clusters. Examples of 
MapReduce jobs and case studies of using Hadoop-MapReduce for batch analysis are described in Chapter-7. 

• Pig: Pig is a high-level data processing language which makes it easy for developers to write data analysis scripts 
which are translated into MapReduce programs by the Pig compiler. Examples of using Pig for batch data analysis 
are described in Chapter-7. 

• Oozie: Oozie is a workflow scheduler system that allows managing Hadoop jobs. With Oozie, you can create 
workflows which are a collection of actions (such as MapReduce jobs) arranged as Direct Acyclic Graphs (DAG). 

• Spark: Apache Spark is an open source cluster computing framework for data analytics. Spark includes various 
high-level tools for data analysis such as Spark Streaming for streaming jobs, Spark SQL for analysis of structured 
data, MLlib machine learning library for Spark, and GraphX for graph processing. In Chapter-7 we describe the 
Spark architecture, Spark operations and how to use Spark for batch data analysis. 

• Solr: Apache Solr is a scalable and open-source framework for searching data. In Chapter-7 we describe the 
architecture of Solr and examples of indexing documents. 

• Machine Learning: In Chapter-11 we describe various machine learning algorithms with examples using the 
Spark MLib and H2O frameworks. Spark MLlib is the Spark’s machine learning library which provides 
implementations of various machine learning algorithms. H2O is an open source predictive analytics framework 
which provides implementations of various machine learning algorithms.



Real-time Analytics

• The real-time analytics block includes the Apache Storm and Spark 
Streaming frameworks. 

• Apache Storm is a framework for distributed and fault-tolerant real-time 
computation. Storm can be used for real-time processing of streams of 
data. Storm can consume data from a variety of sources such as 
publish-subscribe messaging frameworks (such as Kafka or Kinesis), 
messaging queues (such as RabbitMQ or ZeroMQ) and other custom 
connectors. 

• Spark Streaming is a component of Spark which allows analysis of 
streaming data such as sensor data, click stream data, web server logs, for 
instance. The streaming data is ingested and analyzed in micro-batches. 
Spark Streaming enables scalable, high throughput and fault-tolerant 
stream processing



Interactive Querying

Interactive querying systems allow users to query data by writing statements in 
SQL-like languages. 
• Spark SQL: Spark SQL is a component of Spark which enables interactive querying. 
Spark SQL is useful for querying structured and semi-structured data using SQL-like 
queries. 
• Hive: Apache Hive is a data warehousing framework built on top of Hadoop. Hive 
provides an SQL-like query language called Hive Query Language, for querying data 
residing in HDFS. 
• Amazon Redshift: Amazon Redshift is a fast, massive-scale managed data 
warehouse service. Redshift specializes in handling queries on datasets of sizes up 
to a petabyte or more parallelizing the SQL queries across all resources in the 
Redshift cluster. 
• Google BigQuery: Google BigQuery is a service for querying massive datasets. 
BigQuery allows querying datasets using SQL-like queries. 



Serving Databases, Web & Visualization 
Frameworks
While the various analytics blocks process and analyze the data, the results 
are stored in serving databases for subsequent tasks of presentation and 
visualization. 

• MySQL: MySQL is one of the most widely used Relational Database 
Management System (RDBMS) and is a good choice to be used as a serving 
database for data analytics applications where the data is structured. 

• Amazon DynamoDB: Amazon DynamoDB is a fully-managed, scalable, 
high-performance NoSQL database service from Amazon. DynamoDB is an 
excellent choice for a serving database for data analytics applications as it 
allows storing and retrieving any amount of data and the ability to scale up 
or down the provisioned throughput.



• Cassandra: Cassandra is a scalable, highly available, fault tolerant open source 
non-relational database system. 

• MongoDB: MongoDB is a document oriented non-relational database system. MongoDB is 
powerful, flexible and highly scalable database designed for web applications and is a good 
choice for a serving database for data analytics applications. In Chapter-10, we also describe 
Django, which is an open source web application framework for developing web applications 
in Python. Django is based on the Model-Template-View architecture and provides a 
separation of the data model from the business rules and the user interface. While web 
applications can be useful for presenting the results, specialized visualizing tools and 
frameworks can help in understanding the data, and the analysis results quickly and easily. 
In Chapter-12, we describe the following visualization tools and frameworks: 

• Lightning: Lightning is a framework for creating web-based interactive visualizations. 

• Pygal: The Python Pygal library is an easy to use charting library which supports charts of 
various types. 

• Seaborn: Seaborn is a Python visualization library for plotting attractive statistical plots. 



Mapping Analytics Flow to Big Data Stack

• For any big data application, once we come up with an analytics flow, the 
next step is to map the analytics flow to specific tools and frameworks in 
the big data stack. 
• For data collection tasks, the choice of a specific tool or framework 

depends on the type of the data source (such as log files, machines 
generating sensor data, social media feeds, records in a relational database, 
for instance) and the characteristics of the data. 
• If the data is to ingested in bulk (such as log files), then a source-sink such 

as Apache Flume can be used. However, if high-velocity data is to be 
ingested at real-time, then a distributed publish-subscribe messaging 
framework such as Apache Kafka or Amazon Kinesis can be used. 
• For ingesting data from relational databases, a framework such as Apache 

Sqoop can be used. 



• Custom connectors can be built based on HTTP/REST, WebSocket or MQTT, if other 
solutions don’t work well for an application or there are additional constraints. 

• For example, IoT devices generating sensor data may be resource and power constrained, 
in which case a light-weight communication protocol such as MQTT may be chosen and a 
custom MQTT-based connector can be used. 

• For data cleaning and transformation, tools such as Open Refine and Stanford 
DataWrangler can be used. These tools support various file formats such as CSV, Excel, 
XML, JSON and line-based formats. 

• With these tools you can remove duplicates, filter records with missing values, trim 
leading and trailing spaces, transpose rows to columns, transform the cell values, cluster 
similar cells and perform various other transformations. 

• For filtering, joins, and other transformations, high-level scripting frameworks such as 
Pig can be very useful. The benefit of using Pig is that you can process large volumes of 
data in batch mode, which may be difficult with standalone tools. 



• When you are not sure about what transformation should be applied and want to 
explore the data and try different transformations, then interactive querying 
frameworks such as Hive, SparkSQL can be useful. 

• With these tools, you can query data with queries written in an SQL-like language. 
• For the basic statistics analysis type (with analysis such as computing counts, 

max, min, mean, top-N, distinct, correlations, for instance), most of the analysis 
can be done using the Hadoop-MapReduce framework or with Pig scripts. 

• Both MapReduce and Pig allow data analysis in batch mode. For basic statistics in 
batch mode, the Spark framework is also a good option. 

• For basic statics in real-time mode, Spark Streaming and Storm frameworks can 
be used. 

• For basic statistics in interactive mode, a framework such as Hive and SparkSQL 
can be used. 



Mapping Analytics Flow to Big Data Stack



Mapping Analytics Flow to Big Data Stack



Case Study: Weather Data Analysis



Big Data Stack for Weather Data Analysis



Unit II
DATA ACQUISITION



Big Data Collection Systems 

•Data collection systems allow collecting, aggregating and moving 
data from various sources (such as server logs, databases, social 
media, streaming sensor data from Internet of Things devices and 
other sources) into a centralized data store (such as a distributed file 
system or a NoSQL database). 



Apache Flume

•Apache Flume is a distributed, reliable, and available system for 
collecting, aggregating, and moving large amounts of data from 
different data sources into a centralized data store.



Apache Flume architecture



Flume Architecture

• Flume’s architecture is based on data flows and includes the following components: 

• Source: Source is the component which receives or polls for data from external sources. A Flume 
data flow starts from a source. For example, Flume source can receive data from a social media 
network.

• Channel: After the data is received by a Flume source, the data is transmitted to a channel. Each 
channel in a data flow is connected to one sink to which the data is drained. A data flow can comprise 
of multiple channels, where a source writes the data to multiple channels. 

• Sink: Sink is the component which drains data from a channel to a data store (such as a distributed 
file system or to another agent). Each sink in a data flow is connected to a channel. Sinks either deliver 
data to its final destination or are chained to other agents. 

• Agent: A Flume agent is a collection of sources, channels and sinks. Agent is a process that hosts the 
sources, channels and sinks from which the data moves from an external source to its final 
destination. 

• Event: An event is a unit of data flow having a payload and an optional set of attributes. Flume 
sources consume events generated by external sources. 



Flume data flow Model

• Flume uses a data flow model which includes sources, channels and 
sinks, encapsulated into agents.

•The simplest data flow has one source, one channel and one sink. 
Sources can multiplex data to multiple channels for either load 
balancing purposes, or, for parallel processing. More complex data 
flows can be created by chaining multiple agents where the sink of 
one agent delivers data to a source of another agent.



Flume data flow Model



Generic definition of a Flume agent

• Flume agents are defined in the configuration files. In the 
configuration file, first the sources, channels and sinks for the agent 
are listed and then each source, channel and sink is defined. Finally 
the bindings between the sources, channels and sinks are defined.





Flume Sources

Flume comes with multiple built-in sources that allow collecting and 
aggregating data from a wide range of external systems. Flume also 
provides the flexibility to add custom sources. 



Avro Source

•Apache Avro is a data serialization system that provides a compact 
and fast binary data format. Avro uses an Interface Definition 
Language (IDL) to define the structure of data in the form of 
schemas. Avro is defined with JSON, and the schema is always stored 
with the data, which allows the programs reading the data to 
interpret the data. Avro can also be used with Remote Procedure 
Calls (RPC) where the client and server exchange the schemas in the 
handshake process. Avro provides serialization functionality similar to 
other systems such as Thrift and Protocol Buffers. The Flume Avro 
source receives events from external Avro client streams. 



•  myagent.sources = source1 myagent.sources.source1.type = avro 
myagent.sources.source1.bind = 0.0.0.0 
myagent.sources.source1.port = 4141

•The bind and port properties specify the hostname of the external 
Avro client and the Avro port. 



Thrift Source

•Apache Thrift is a serialization framework similar to Avro. Thrift 
provides a software stack and a code generation engine to build 
services that transparently and efficiently work with multiple 
programming languages. Like Avro, Thrift also provides a stack for 
Remote Procedure Calls (RPC). The Flume Thrift source receives 
events from external Thrift client streams.



•myagent.sources = source1 

   myagent.sources.source1.type = thrift

   myagent.sources.source1.bind = 0.0.0.0    
myagent.sources.source1.port = 4141 



Exec Source

•Exec source can be used to ingest data from the standard output. 
When an agent with an Exec source is started, it runs the Unix 
command (specified in the Exec source definition) and continues to 
receive data from the standard output as long as the process runs. 
The typical use case for the Exec source is the tail command which 
emits few lines of any text file given to it as an input and writes them 
to standard output. The tail when used with the -F options outputs 
the appended data as the file grows. The box below shows an 
example of setting up an Exec source with the tail command



•myagent.sources = source1 myagent.sources.source1.type = exec 
myagent.sources.source1.command = tail -F /var/log/eventlog.log



JMS Source

• Java Message Service (JMS) is a messaging service that can be used by Java 
applications to create, send, receive, and read messages. The JMS source receives 
messages from a JMS queue or topic.

• myagent.sources = s1 myagent.sources.s1.type = jms 
myagent.sources.s1.initialContextFactory = 
org.apache.activemq.jndi.ActiveMQInitialContextFactory 
myagent.sources.s1.connectionFactory = GenericConnectionFactory 
myagent.sources.s1.providerURL = tcp://mqserver:61616 
myagent.sources.s1.destinationName = DATA myagent.sources.s1.destinationType 
= QUEUE 

• To connect with a JMS destination an initial context factory name, a connection 
factory and a provider URL are required. The destination type can either be a 
queue or a topic.



Spooling Directory Source

• Spooling Directory source is useful for ingesting log files. A spool 
directory is setup on the disk from where the Spooling Directory 
source ingests the files. To use the source for ingesting logs, the log 
generation system is setup such that when the log files are rolled over 
they are moved to the spool directory. The Spooling Directory source 
parses the files and creates events. The parsing logic can be 
configured for the source. The default logic is to parse each line as an 
event. Though an alternative approach to Spooling Directory source is 
to use Exec source with tail command, however, it is not as reliable.



•myagent.sources = source1 myagent.sources.source1.type = spooldir 
myagent.sources.source1.spoolDir = /var/log/apache/flumeSpool 
myagent.sources.source1.fileHeader = true 



Twitter Source

•The Flume Twitter source connects to the Twitter streaming API and 
receives tweets in real-time. The Twitter source converts the tweet 
objects to Avro format before sending them to the downstream 
channel.

•myagent.sources = source1 myagent.sources.source1.type = 
org.apache.flume.source.twitter.TwitterSource 
myagent.sources.source1.consumerKey = CONSUMER_KEY 
myagent.sources.source1.consumerSecret = CONSUMER_SECRET 
myagent.sources.source1.accessToken = ACCESS_TOKEN 
myagent.sources.source1.accessTokenSecret = 
ACCESS_TOKEN_SECRET myagent.sources.source1.maxBatchSize = 10 
myagent.sources.source1.maxBatchDurationMillis = 200 



•Before setting up the Twitter source, you will need to create a Twitter 
application from the Twitter developer account and obtain the 
consumer and access tokens and secrets for the application. 



NetCat Source

•NetCat is a simple Unix utility which reads and writes data across 
network connections, using TCP or UDP protocol. The NetCat source 
listens to a specific port to which the data is written by a NetCat client 
and turns each line of text received into a Flume event.

•myagent.sources = source1 myagent.sources.source1.type = netcat 
myagent.sources.source1.bind = 0.0.0.0 
myagent.sources.source1.port = 6666 



Sequence Generator Source

• Sequence Generator source generates events with a sequence of 
numbers starting from 0 and incremented by 1. This source is mainly 
used for testing purposes.

•myagent.sources = source1 myagent.sources.source1.type = seq



Syslog Source

• Syslog source is used for ingesting syslog data. The box below shows 
an example of setting up a Syslog TCP source. 

•myagent.sources = source1 myagent.sources.source1.type = syslogtcp 
myagent.sources.source1.host = localhost 
myagent.sources.source1.port = 5140 



HTTP Source:

•HTTP source receives HTTP events (POST or GET requests) and 
converts them into Flume events. While the source can receive events 
in the form of HTTP POST and GET requests, GET command is used for 
experimentation only. To convert the HTTP requests into events, a 
pluggable handler is used. The default handler is JSONHandler, which 
expects an array of JSON objects. 

•myagent.sources = source1 myagent.sources.source1.type = http 
myagent.sources.source1.bind = localhost 
myagent.sources.source1.port = 81 myagent.sources.source1.handler 
= org.apache.flume.source.http.JSONHandler



Custom Source

• Flume allows customs sources to be integrated into the system. 
Custom sources are implemented in Java.

•myagent.sources = source1 myagent.sources.source1.type = 
org.example.MySource



Flume Sinks

• Flume comes with multiple built-in sinks. Each sink in a Flume agent 
connects to a channel and drains the data from the channel to a data 
store.



HDFS Sink

•The Hadoop Distributed File System (HDFS) Sink drains events from a 
channel to HDFS. The data is written to HDFS in the form of a 
configurable file type. HDFS sink supports Sequence File, DataStream 
and Compressed Stream file types. HDFS sink allows the files to be 
rolled either when the size of the file exceeds a certain limit, or after a 
specified interval, or after a certain number of events have been 
written to a file.



•myagent.sinks = sink1 myagent.sinks.sink1.type = hdfs 
myagent.sinks.sink1.hdfs.fileType = DataStream 
myagent.sinks.sink1.hdfs.path = /flume/events 
myagent.sinks.sink1.hdfs.filePrefix = eventlog 
myagent.sinks.sink1.hdfs.fileSuffix = .log 
myagent.sinks.sink1.hdfs.batchSize = 1000 



Avro Sink

•An Avro sink retrieves events from a channel and drains the events to 
a downstream host.

myagent.sinks = sink1 

myagent.sinks.sink1.type = avro 

myagent.sinks.sink1.hostname = 10.10.10.10 

myagent.sinks.sink1.port = 4545



Thrift Sink

•A Thrift sink retrieves events from a channel and drains the events to 
a downstream host.

•myagent.sinks = sink1 myagent.sinks.sink1.type = thrift 
myagent.sinks.sink1.hostname = 10.10.10.10 
myagent.sinks.sink1.port = 4545



File Roll Sink

•A File Roll sink drains the events to a file on the local file system.

myagent.sinks = sink1 

myagent.sinks.sink1.type = file_roll 

myagent.sinks.sink1.sink.directory = /var/log/flume 



Logger Sink

•A Logger sink retrieves events from a channel and logs the events.

•myagent.sinks = sink1 

myagent.sinks.sink1.type = logger



IRC Sink

•An IRC sink retrieves events from a channel and drains the events to 
an IRC host.

•myagent.sinks = sink1 

  myagent.sinks.sink1.type = irc 

  myagent.sinks.sink1.hostname = irc.example.com    
myagent.sinks.sink1.nick = flume myagent.sinks.sink1.chan = #flume



HBaseSink

•An HBase sink retrieves events from a channel and drains the events 
to an HBase table.

•myagent.sinks = sink1 myagent.sinks.sink1.type = hbase 
myagent.sinks.sink1.table = mytable 
myagent.sinks.sink1.columnFamily = myfam 
myagent.sinks.sink1.serializer = 
org.apache.flume.sink.hbase.RegexHbaseEventSerializer



Custom Sink

• Flume allows customs sinks to be integrated into the system. Custom 
sinks are implemented in Java.

•myagent.sinks = sink1 

   myagent.sinks.sink1.type = org.example.MySink



Flume Channels

•Channels store the events while they are being moved from a source 
to sink. 



Memory Channel

•Memory channel stores the events in the memory and provides high 
throughput. However, in the event of an agent failure, the events can 
be lost.

•myagent.channels = channel1 myagent.channels.channel1.type = 
memory myagent.channels.channel1.capacity = 10000 
myagent.channels.channel1.transactionCapacity = 10000 
myagent.channels.channel1.byteCapacityBufferPercentage = 20 
myagent.channels.channel1.byteCapacity = 800000 



File Channel

• File channel stores the events in files on the local filesystem. Events 
are stored in a checkpoint file in the data directory specified in the 
channel configuration. The a maximum file size for the checkpoint file 
can be specified.

•myagent.channels = channel1 

myagent.channels.channel1.type = file 
myagent.channels.channel1.checkpointDir = /mnt/flume/checkpoint 
myagent.channels.channel1.dataDirs = /mnt/flume/data



JDBC Channel

• JDBC channel stores the events in an embedded Derby database. This 
channel provides a durable storage for events, and the events can be 
recovered easily in case of agent failures.

•myagent.channels = channel1 

myagent.channels.channel1.type = jdbc



Spillable Memory Channel

• Spillable Memory channel stores events in an in-memory queue and 
when the queue fills up, the events are spilled onto the disk. This 
channel provides high throughput and fault tolerance.

•myagent.channels = channel1 

myagent.channels.channel1.type = SPILLABLEMEMORY 
myagent.channels.channel1.memoryCapacity = 10000 
myagent.channels.channel1.overflowCapacity = 1000000 
myagent.channels.channel1.byteCapacity = 800000 
myagent.channels.channel1.checkpointDir = /mnt/flume/checkpoint 
myagent.channels.channel1.dataDirs = /mnt/flume/data 



Custom Channel

• Flume allows customs channels to be integrated into the system.

•myagent.channels = channel1 

myagent.channels.channel1.type = org.example.MyChannel



Channel Selectors

• Flume agents can have a single source connected to multiple 
channels. In such cases, the channel selector defines policy about 
distributing the events among the channels connected to a single 
source. 



Replicating Channel Selector

•The default channel selected is the replicating selector, which 
replicates events received from the source to all the connected 
channels.

•myagent.sources = source1 

myagent.channels = channel1 channel2 channel3 
myagent.source.source1.selector.type = replicating 
myagent.source.source1.channels = channel1 channel2 channel3 
myagent.source.source1.selector.optional = channel3



Multiplexing Channel Selector

•Multiplexing channel selector distributes events from a source to all 
the connected channels.

•myagent.sources = source1 

myagent.channels = channel1 channel2 channel3 
myagent.sources.source1.selector.type = multiplexing 
myagent.sources.source1.selector.header = country 
myagent.sources.source1.selector.mapping.IN = channel1 
myagent.sources.source1.selector.mapping.US = channel2 
myagent.sources.source1.selector.default = channel3 



Sink Processors 

• Flume allows creating sink groups where a channel can be attached to 
a sink group to which the events are drained. A sink processor defines 
how the events are drained from a channel to a sink. Sink processors 
enable parallelism, priorities, and automatic failover.



Load balancing Sink Processor

•The load balancing sink processor allows load balancing of events 
drained from a channel between the sinks in the attached sink 
group. The load is distributed among the list of sinks specified using a 
round robin or random selection mechanism.

•myagent.sinkgroups = group1 

myagent.sinkgroups.group1.sinks = sink1 sink2 
myagent.sinkgroups.group1.processor.type = load_balance 
myagent.sinkgroups.group1.processor.backoff = true 
myagent.sinkgroups.group1.processor.selector = random



Failover Sink Processor

•With Failover Sink processor, priorities can be assigned to sinks 
between in a sink group. The attached channel then drains the events 
to the highest priority sink. When the highest priority sink fails, the 
events are drained to the sink with one lower priority, providing 
automatic failover.

•myagent.sinkgroups = group1 

myagent.sinkgroups.group1.sinks = sink1 sink2 
myagent.sinkgroups.group1.processor.type = failover 
myagent.sinkgroups.group1.processor.priority.sink1 = 2 
myagent.sinkgroups.group1.processor.priority.sink2 = 4 
myagent.sinkgroups.group1.processor.maxpenalty = 10000



Flume Interceptors

• Flume interceptors allow events to be modified, filtered or dropped 
as they flow from the source to a channel. Interceptors are connected 
to the source. Interceptors can also be chained to each other



Timestamp Interceptor

•The Timestamp interceptor adds the current timestamp to the 
headers of the events processed.

•myagent.sources = source1 

myagent.sources.source1.interceptors = i1 
myagent.sources.source1.interceptors.i1.type = timestamp



Host Interceptor

•The Host interceptor adds the hostname of the Flume agent to the 
headers of the events processed.

•myagent.sources = source1 

myagent.sources.source1.interceptors = i1

myagent.sources.source1.interceptors.i1.type = host 
myagent.sources.source1.interceptors.i1.hostHeader = hostname 
myagent.sources.source1.interceptors.i1.useIP = false



Static Interceptor

• Static interceptor adds a static header to the events processed.

•myagent.sources = source1 

myagent.sources.source1.interceptors = i1 
myagent.sources.source1.interceptors.i1.type = static 
myagent.sources.source1.interceptors.i1.key = country 
myagent.sources.source1.interceptors.i1.value = US



UUID Interceptor

•The UUID adds a universally unique identifier to the headers of the 
events processed.

•myagent.sources = source1 

myagent.sources.source1.interceptors = i1 
myagent.sources.source1.interceptors.i1.type = uuid 
myagent.sources.source1.interceptors.i1.headerName=id



Regex Filtering Interceptor

•Regex Filtering interceptor applies a regular expression to the event 
body and filters the matching events. The events matching the 
regular expression can either be included or excluded.

•myagent.sources = source1 

myagent.sources.source1.interceptors = i1 
myagent.sources.source1.interceptors.i1.type = regex_filter 
myagent.sources.source1.interceptors.i1.regex = .* 
myagent.sources.source1.interceptors.i1.excludeEvents = false



Flume Examples - Flume agent with Twitter Source & HDFS Sink

• myagent.sources = r1 

• myagent.channels = c1 

• myagent.sinks = k1 

• # Define source 

myagent.sources.r1.type = org.apache.flume.source.twitter.TwitterSource myagent.sources.r1.consumerKey = <enter key here>

myagent.sources.r1.consumerSecret = <enter secret here>

myagent.sources.r1.accessToken = <enter token here>

myagent.sources.r1.accessTokenSecret = <enter token secret here>

myagent.sources.r1.maxBatchSize = 10 

myagent.sources.r1.maxBatchDurationMillis = 200 

#Define sink 

myagent.sinks.k1.type = hdfs 

myagent.sinks.k1.hdfs.fileType = DataStream 

myagent.sinks.k1.hdfs.path = /flume/events

 myagent.sinks.k1.hdfs.filePrefix = eventlog 

myagent.sinks.k1.hdfs.fileSuffix = .log 

myagent.sinks.k1.hdfs.batchSize = 1000 

#Define Channel 

myagent.channels.c1.type = file 

myagent.channels.c1.checkpointDir = /var/flume/checkpoint

 myagent.channels.c1.dataDirs = /var/flume/data

 # Bind the source and sink to the channel

 myagent.sources.r1.channels = c1 

myagent.sinks.k1.channel = c1



Publish - Subscribe Messaging Frameworks

•Publish-Subscribe is a communication model that comprises 
publishers, brokers and consumers. Publishers are the sources of 
data. Publishers send data to topics which are managed by the 
broker. Publishers are not aware of the consumers. Consumers 
subscribe to the topics which are managed by the broker. When the 
broker receives data for a topic from a publisher, it sends the data to 
all the subscribed consumers. Alternatively, the consumers can pull 
data for specific topics from the broker.

• Apache Kafka and Amazon Kinesis. 



Apache Kafka

•Apache Kafka is a high throughput distributed messaging system. 
Kafka can also be considered as a distributed, partitioned, replicated 
commit log service. Kafka can be used for applications such as 
stream processing, messaging, website activity tracking, metrics 
collection and monitoring, log aggregation, etc. 



Architecture



Kafka system components:

• Topic: A topic is a user-defined category to which messages are 
published. 

• Producer: Producer is a component that publishes messages to one 
or more topics. 

• Consumer: Consumer is a component that subscribes to one or more 
topics and processes the messages. 

• Broker: Broker is a component that manages the topics and handles 
the persistence, partitioning, and replication of the data.

 A Kafka cluster can have multiple Kafka Brokers (or servers), with each 
Broker managing multiple topics.



Partitions

• Kafka topics are subdivided into multiple partitions.
• Each partition is an ordered and immutable sequence of messages. 
• Topics are stored on the disk in the form of partitioned logs (commit logs). The 

benefit of using partitions is that the log can scale to massive sizes, which will not 
fit onto the disk of a single server. Partitions also allow multiple consumers to 
consume messages in parallel.

• Partitions are distributed among the brokers, where each broker is typically a 
separate physical server. 

• Partitions are also replicated across multiple brokers for fault tolerance purposes. 
For each partition, one of the servers acts as the ‘leader’ for the partition and 
handles all the writes and reads for the partition. 

• Other servers which hold the partition replicas are called the ‘followers’. 
Partitions and replicas can be reassigned between the brokers as more brokers 
become available. 



Kafka topic partitions



Publishing Messages

•Producers publish messages to topics. A producer decides which 
message should be published to which partition of a topic. Producers 
can either publish messages to different partitions of a topic in a 
round-robin fashion (for load balancing purposes) or publish 
messages with specific keys to specific partitions.



Consuming Messages

• Consumers consume messages from topics. Each message in a partition is assigned a 
sequence ID called the offset. Offsets are used by the consumers to track which messages 
have been consumed. Kafka Brokers are not responsible for keeping a track of the 
messages consumed by the consumers. The published messages are retained on the disk 
for a configurable duration of time. Since the topics are retained on the disk, the 
consumers can replay the messages using the offset. The consumers increment the offset 
as they consume the messages in a sequence. 

• Consumers can be grouped together into consumer groups. Each message which is 
published to a topic by a producer is delivered to one consumer within a consumer group. 
The consumers within a consumer group can either be separate processes or separate 
instances. Having multiple consumers within a consumer group makes the system scalable 
and fault tolerant. The partitions in a topic are assigned to consumers such that each 
partition is consumed by exactly one consumer in a consumer group. The individual 
consumer processes can process different partitions in parallel. Since only one consumer 
process consumes from a given partition, messages are delivered in order. Kafka provides 
ordering of messages within a partition, but not between partitions.



Log Storage & Compaction 

• Kafka is structured to store messages in the form of append-only logs. For each partition of each 
topic, a log file is maintained which contains an ordered and immutable sequence of messages. 
Messages are made available to consumers only after they have been committed to the log. This 
ensure that all the messages which are consumed by the consumers also persist in the logs so that 
they can be consumed by other consumers if need be. Unlike, queuing systems which delete the 
messages after they have been consumed, Kafka retains the messages in the log files, which are 
retained for a certain amount of time. Kafka provides two options for log cleanup policy - delete or 
compact. Log for a topic partition is stored as a directory of segment files. The maximum size to 
which a segment file can grow before a new segment is rolled over in the log can be configured. If 
the log cleanup policy is set to delete, the log segments are deleted when they reach the size or 
time limits set. If the log cleanup policy is set to compact, then log compaction is used to clean out 
obsolete records. While for temporal data the delete retention policy works well, the compact 
policy is useful when you have keyed and mutable data. For example, if each message which is 
published to a topic is uniquely identified by a primary key and the message values are going to 
change over time, then it is preferable to use log compaction which removes old and obsolete 
values for a key. Log compaction ensures that at least the last known value for each message key for 
each topic partition is retained. 



Apache Sqoop

•Apache Sqoop is a tool that allows importing data from relational 
database management systems (RDBMS) into the Hadoop 
Distributed File System (HDFS), Hive or HBase tables. Sqoop also 
allows exporting data from HDFS to RDBMS. 



Tool Function

import Import a table from a database to HDFS

import-all-tables Import tables from a database to HDFS

export Export an HDFS directory to a database table

codegen Generate code to interact with database records

create-hive-table Import a table definition into Hive

eval Evaluate a SQL statement and display the results

list-databases List available databases on a server

list-tables List available tables in a database



Importing Data with Sqoop

The import process begins with the user submitting a Sqoop import 
command. 

Sqoop import –connect  jdbc:mysql://<ip Address>/<database Name> 
--username  <Username>  --password  <password>  --table  <table 
Name>

Sqoop import –connect  jdbc:mysql://localhost/Department

 --username  admin  --password  admin123  --table  Courses





Selecting Data to Import

we imported all the data from a table, Sqoop also allows importing 
selected data. With Sqoop import, it is possible to select a subset of 
columns (using the columns option) to import from a table.



Custom Connectors

While Sqoop ships with a generic JDBC connector, it may be preferable 
to use a vendor-specific JDBC connector as they can provide higher 
performance



Importing Data to Hive

Sqoop allows importing data into Hive using the hive-import option. 
When this option is set, Sqoop will automatically create a Hive table 
and import data into the table. 



Importing Data to HBase 

Sqoop allows importing data into HBase using the hbase-table option 
along with a target HBase table name. Sqoop also supports bulk loading 
of data into HBase using the hbase-bulkload option.



Incremental Imports 

Incremental imports are useful when you have previously imported 
some rows from a table, and you want to import the newer rows. 
Sqoop provides an incremental option for incremental imports. When 
this option is used, a mode is also required, which can either be append 
or lastmodified



Importing All Table

The Sqoop import-all-tables command can be used to import all tables 
from a database to HDFS.



Exporting Data with Sqoop 

The Sqoop export command can be used to export files from HDFS to 
RDBMS.



•The target table must exist in the database. Sqoop translates the 
export command into a set of INSERT statements to append new rows 
to the table

• you can also specify an “update” mode, in which Sqoop will use 
UPDATE statements to replace existing records in the target table



Amazon Kinesis

•Amazon Kinesis is a fully managed commercial service for ingesting 
real-time streaming data. Kinesis scales automatically to handle high 
volume streaming data coming from a large number of sources. The 
streaming data collected by Kinesis can be processed by applications 
running on Amazon EC2 instances or any other compute instance that 
can connect to Kinesis



Amazon Kinesis architecture







Apache Storm

•Apache Storm is a framework for distributed and fault-tolerant 
real-time computation. Storm can be used for real-time processing of 
streams of data. Storm can ingest data from a variety of sources such 
as publish-subscribe messaging frameworks (such as Kafka or Kinesis), 
messaging queues and other custom connectors. Storm is a scalable 
and distributed framework, and offers reliable processing of 
messages. Storm has been designed to run indefinitely and process 
streams of data in real-time. The processing latencies with Storm are 
in the order of milliseconds. 



Topology

• A computation job on the Storm cluster, called a “topology”, is a 
graph of computation. 

A Storm topology comprises multiple worker processes that are 
distributed on the cluster. 

Each worker process runs a subset of the topology. A topology is 
composed of two types of nodes; 

Spouts and Bolts

The nodes in a topology are connected by directed edges. Each node 
receives a stream of data from other nodes and emits a new stream. 



Tuples

•The nodes in a topology consume data which is in the form of tuples. 
Each node receives data tuples from the previous node and emits 
tuples which are processed further by the downstream nodes. 

•A tuple is an ordered list of values. 

•Tuples can contain primitive data types such as integers, floats, 
doubles, strings, booleans, shorts, longs, etc, and also custom types



Stream

• Stream is an unbounded sequence of tuples. The nodes in a topology 
receive streams, process them and emit new streams. The output 
streams can be consumed and processed by any downstream nodes 
in the topology.



Spout

• Spout is a type of a node in a topology, which is a source of streams. 
Spouts receive data from external sources and emit them into the 
topology as streams of tuples. Spouts do not process the tuples; they 
simply emit the tuples which are consumed by the bolts in the 
topology



Bolt

• Bolt is a type of a node in a topology that processes tuples. Bolts receive 
streams of tuples, process them and emit output streams.

• Bolts can receive streams either from spouts or other bolts. 

• Bolts can perform various types of data processing operations such as 
filtering, aggregation, joins, custom functions, etc. 

• Storm topologies are designed such that each bolt performs simple 
transformations on the data stream. 

• Complex transformations are broken down into simpler transformations, 
which are performed by multiple bolts. Since the different bolts process 
data in parallel, Storm can achieve low latencies for data processing



Workers

• Spouts and bolts have multiple worker processes. Each worker 
process itself has multiple threads of execution (called tasks). These 
tasks process the data in parallel.



Storm topology examples



Stream Groupings

• Since the bolts in a topology can have multiple tasks (threads of 
execution), some mechanism is required to define how the streams 
should be partitioned among the tasks.

•  This partitioning is defined in terms of stream groupings. 

• Stream groupings define how the tuples emitted by a spout or bolt 
are distributed among the tasks of a downstream bolt. 



Types of stream groupings

• Shuffle Grouping: In shuffle grouping, tuples are randomly distributed 
across the tasks such that each task gets an equal number of tuples. 
• Field Grouping: In field grouping, a grouping field is specified by which the 
tuples in a stream are grouped. Tuples with the same value of the grouping 
field are always sent to the same task. 
• All Grouping: In all grouping, the stream is broadcast to all the tasks in the 
bolt. This type of grouping is used where the stream is to be replicated to all 
tasks in the destination bolt. 
• Global Grouping: In global grouping, the entire stream is sent to a 
particular task of the destination bolt (task with the lowest ID). 
• Direct Grouping: In direct grouping, the sender node (spout or bolt) 
decides which task in the destination bolt should receive the stream. 



Stream groupings in Storm



Architecture
• A Storm cluster consists of the Nimbus, Supervisor and Zookeeper components. 

• Nimbus is responsible for distributing topology code and tasks around the cluster, launching workers across the cluster, 
and monitoring the execution of topologies. 

• A Storm cluster has one or more Supervisor nodes on which the worker processes run. 

• Nimbus sends signals to supervisors to start or stop processes. 

• Supervisor nodes communicate with Nimbus through Zookeeper. 

• Zookeeper is a high performance distributed coordination service for maintaining configuration information, naming, 
providing distributed synchronization and group services. 

• Zookeeper is required for coordination of the Storm cluster. 

• Zookeeper maintains the operational state of the cluster. 

• Storm topologies include implementations of spouts and bolts and the topology definitions. 

• Topologies are packaged as JAR files and submitted to the Nimbus node for execution. 

• The Nimbus uploads the topology to all supervisors and signals the supervisors to launch worker processes. 

• The spout and bolt tasks are assigned to the worker processes on the supervisor nodes. 

• The topologies are monitored by the Nimbus node. 

• If a worker on a supervisor fails, the supervisor restarts it. 

• If a supervisor fails the Nimbus re-assigns the tasks to other supervisors. 

• If the Nimbus dies, the worker processes are not affected as the state information is maintained by Zookeeper. 

• The Nimbus and Supervisor daemons are run under supervision, so that they can be restarted if they die. 



Storm cluster components



Reliable Processing

• Storm provides reliable processing of tuples. 
• Storm guarantees that each tuple emitted by a spout is processed. 
• Within a topology, a tuple which is emitted by a spout is processed by the bolts 

resulting in the creation of multiple tuples which are based on the original tuple. 
• Bolts in a topology acknowledge the processing of tuples to the upstream bolts or 

spouts. 
• If all bolts in a tuple tree acknowledge that a tuple has been successfully 

processed, the spout marks the tuple processing to be completed, performs 
cleanup and sends an acknowledgment to the external data source. 

• If any bolt in the tuple tree indicates that tuple processing failed, the spout marks 
the tuple processing as failed. 

• When tuple processing fails, the spout re-emits the tuple. 



Tuple tree



A realization of Beta pattern for real-time 
sentiment analysis of Twitter feeds



Architecture of the system



Hive

• Apache Hive is a data warehousing framework built on top of Hadoop. Hive provides an SQL-like 
query language called Hive Query Language, for querying data residing in HDFS. 

• Hive organizes data into tables like a relational database. 

• While the table data resides on HDFS, Hive includes a Metastore which stores table metadata (such 
as table schema). 

• Hive tables are serialized and stored in HDFS. 

• For each table, Hive has a directory on HDFS. 

• Tables are divided into partitions which speed up queries. 

• Partitions are further divided into buckets. 

• Hive converts the SQL-like queries into series of jobs which are executed on the Hadoop cluster. 

• Hive can use either MapReduce or Apache Tez as the execution engines. 

• Hive provides a shell for creating tables and querying data. 

• The Hive shell can be launched with the hive command. 



# Creating Hive table hive> CREATE TABLE weatherdata 

(station INT, country STRING, timestamp INT, temperature FLOAT, 
humidity FLOAT);



•Additional options such as the row format, storage format, partitions 
and buckets can also be specified while creating a table 

# Creating Hive table hive> CREATE TABLE weatherdata (station INT, 
timestamp INT, temperature FLOAT, humidity FLOAT) PARTITIONED 
BY(country STRING) CLUSTERED BY(station) SORTED BY(timestamp) 
INTO 4 BUCKETS ROW FORMAT DELIMITED FIELDS TERMINATED BY ‘\t’ 
STORED AS TEXTFILE;



•Tables can be partitioned by one or more columns. 

•When a table is partitioned, Hive creates a separate data directory for 
each distinct value combination in the partition columns. 

•Tables can be stored as plain textfiles, SequenceFiles or in ORC file 
format. 

•Tables or partitions can be further divided into buckets by specifying 
CLUSTERED BY columns. 

•The data can be sorted within buckets by specifying the SORT BY 
columns. 



Pig
• While MapReduce is a powerful programming model for big data analysis, for certain complex 

analysis jobs developers may find it difficult to identify the key-value pairs involved at each step 
and then implement the map and reduce functions. 

• Moreover, complex analysis jobs may require multiple MapReduce jobs to be chained. 

• Pig is a high-level data processing language which makes it easy for developers to write data 
analysis scripts, which are translated into MapReduce programs by the Pig compiler. 

• Pig includes: (1) a high-level language (called Pig Latin) for expressing data analysis programs and 
(2) a complier which produces sequences of MapReduce programs from the pig scripts. 

• Pig can be executed either in local mode or MapReduce mode. 

• In local mode, Pig runs inside a single JVM process on a local machine. 

• Local mode is useful for development purpose and testing the scripts with small data files on a 
single machine. 

• MapReduce mode requires a Hadoop cluster. 

• In MapReduce mode, Pig can analyze data stored in HDFS. 

• Pig compiler translates the pig scripts into MapReduce programs which are executed in a Hadoop 
cluster. 

• Pig provides an interactive shell called grunt, for developing pig scripts. Grunt can be launched as follows:



# Launching Pig Grunt Shell 

# Pig local mode 

>pig -x local 

#Pig MapReduce mode 

>pig



Loading Data

•Pig provides the LOAD operator for loading data. LOAD operator loads 
data from a file into a relation. A Pig relation is a collection of tuples 
where each tuple has multiple fields.

 # LOAD example 

data = LOAD ‘data.txt’ as (text:chararray);



Data Types in Pig

• Pig support simple data types such as int, long, float, double, chararray, 
bytearray, boolean, datetime, and complex data types such as tuple, bag 
and map. The simple data types work the same way as in other 
programming languages.
• Tuple A tuple is an ordered set of fields.

# Tuple example (1,10) 
• Bag A bag is an unordered collection of tuples. A bag is represented with 

curly braces. 
# Bag example {(1,10.4),(1,4.9),(1,5.0)}) 

•Map A Map is a set of key-value pairs. Map is represented with square 
brackets and a # is used to separate the key and value.

# Map example [temp#20.0, humidity#70] 



Data Filtering & Analysis

•The FOREACH operator is used to process each row in a relation and 
the GENERATE operator is used to define the fields and generate a 
new row from the original.

# FOREACH example 

monthTemp = FOREACH data GENERATE SUBSTRING(text, 10,12) as 
month, (double)SUBSTRING(text, 38,45) as temp; DUMP monthTemp; 
(01,22.9) : (12,5.6) 



•The FILTER operator is used to filter out tuples from a relation based 
on the condition specified.

# FILTER example 

low = FILTER monthTemp by temp

The GROUP operator can be used to group data in one or more 
relations.

#GROUP example 

monthTempGroup = GROUP monthTemp by month; DESCRIBE 
monthTempGroup; monthTempGroup: {group: chararray,monthTemp: 
{(month: chararray,temp: double)}} DUMP monthTempGroup; 
(1,{(1,11.7),...,(1,9.7)}) (12,{(12,20.3),...,(12,4.8)}) 



•The UNION operator can be used to merge the contents of two or 
more relations.

#UNION example 

low = FILTER monthTemp by temp20.0; lowHigh = UNION low,high;

•The JOIN operator is used to join two relations.

# JOIN example 

maxTemp = FOREACH monthTempGroup GENERATE group, 
MAX(monthTemp.temp); minTemp = FOREACH monthTempGroup 
GENERATE group, MIN(monthTemp.temp); maxMinTemp = JOIN 
maxTemp BY $0, minTemp BY $0;



•Pig provides various built-in functions such as AVG, MIN, MAX, SUM, 
and COUNT.

•MAX and MIN were used to obtain the maximum and minimum 
temperature in each month. 

•The $N expression in the join statement is used to specify the column 
by which the join should be performed. Alternatively, the column 
name can also be provided.



Storing Results

•To save the results on the filesystem the STORE operator is used. Pig 
uses a lazy evaluation strategy and delays the evaluation of 
expressions till a STORE or DUMP operator triggers the results to be 
stored or displayed.

# STORE example low = FILTER monthTemp by temp



Debugging Operators

•The DUMP operator is used to dump the results on the console. 
DUMP is used in interactive mode for debugging purposes. The 
DESCRIBE operator is used to view the schema of a relation.

# DESCRIBE example 

monthTempGroup = GROUP monthTemp by month; DESCRIBE 
monthTempGroup; monthTempGroup: {group: chararray, monthTemp: 
{(month: chararray,temp: double)}} 



EXPLAIN operator

•The EXPLAIN operator is used to view the logical, physical, and 
MapReduce execution plans for computing a relation.



ILLUSTRATE operator

•The ILLUSTRATE operator is used to display the step by step 
execution of statements to compute a relation with a small sample of 
data.



Pig Examples

•word count 

In this example, the data is first loaded from a text file. The lines are 
tokenized using the TOKENIZE function which creates a bag of tuples 
(from the words in a line) for each line in the text file. The FLATTEN 
function is used to flatten the bag so that the tuples can be grouped. 
The GROUP operator is used to group the words. Finally, the COUNT 
function is used to count the occurrences for each word. The best way 
to understand the relations involved at each step is to use the 
debugging operators like DUMP, DESCRIBE and ILLUSTRATE.



Pig script for computing word count

data = LOAD ‘input.txt’ as (lines:chararray); 

words = FOREACH data GENERATE FLATTEN(TOKENIZE(lines)) AS word; 
wordGroup = GROUP words BY word; 

counts = FOREACH wordGroup GENERATE group, COUNT(words); 

store counts into ‘counts’;



Unit III
✔ Relational Databases – MySQL, 

✔ Non-functional Databases – Amazon Dynamo DB, MongoDB, 
Hbase,Neo4j



Relational (SQL) Databases

• A relational database is a database that conforms to the relational model.

• A relational database has a collection of relations (or tables). 

• A relation is a set of tuples (or rows). 

• Each relation has a fixed schema that defines the set of attributes (or columns in a table) 
and the constraints on the attributes. 

• Each tuple in a relation has the same attributes (columns). 

• The tuples in a relation can have any order and the relation is not sensitive to the ordering 
of the tuples. 

• Each attribute has a domain, which is the set of possible values for the attribute.

• Relations can be modified using insert, update and delete operations. 

• Every relation has a primary key that uniquely identifies each tuple in the relation. 

• An attribute can be made a primary key if it does not have repeated values in different 
tuples. That is, no two tuples can have the same value for the primary key attribute. 



Relational database has various constraints

• Domain Constraint: Domain constraints restrict the domain of each attribute or 
the set of possible values for the attribute. Domain constraints specify that the 
value of each attribute must be a value from the domain of the attribute. 

• Entity Integrity Constraint: Entity integrity constraint states that no primary key 
value can be null. Since primary key is used to identify uniquely each tuple in a 
relation, having a null value for a primary key value will make it impossible to 
identify tuples in the relation. 
• Referential Integrity Constraint: Referential integrity constraints are required to 
maintain consistency among the tuples in two relations. Referential integrity 
requires every value of one attribute of a relation to exist as a value of another 
attribute in another relation. In other words, tuples in a relation that refers to 
another relation must refer to tuples that exist in the other relation. 
• Foreign Key: For cross-referencing between multiple relations foreign keys are 
used. Foreign key is a key in a relation that matches the primary key of another 
relation. 



Relational databases provide ACID 
guarantees
• Atomicity: Atomicity property ensures that each transaction is either “all or nothing”. In other 

words, an atomic transaction ensures that all parts of the transaction complete or the database 
state is left unchanged. Partially completed transactions in the event of system outages can lead to 
an invalid state. Atomicity ensures that the transaction is indivisible and is either committed or 
aborted. 

• Consistency: Consistency property ensures that each transaction brings the database from one 
valid state to another. In other words, the data in a database always conforms to the defined schema 
and constraints. 

• Isolation: Isolation property ensures that the database state obtained after a set of concurrent 
transactions is the same as would have been if the transactions were executed serially. This 
provides concurrency control, i.e. the results of incomplete transactions are not visible to other 
transactions. The transactions are isolated from each other until they finish. 

• Durability: Durability property ensures that once a transaction is committed, the data remains as it 
is, i.e. it is not affected by system outages such as power loss. Durability guarantees that the database 
can keep track of changes and can recover from abnormal terminations.



Pros and Cons of relational databases



MySQL 

•MySQL is an open source Relational Database Management System 
(RDBMS). MySQL is one of the most widely used RDBMS and a good choice 
to be a serving database for data analytics applications where the data is 
structured.

•MySQL for a reference application that maintains a record of employees in 
a company. 

• Entity-relationship (ER) diagram for the reference application which 
graphically represents the entities and their relationships to each other.

• The ER diagram shows three entities - Employee, Department and Project. 
Note that a one-to-one relationship exists between Employee and 
Department entities, whereas a many-to-many relationship exists between 
Employee and Project.



Entity-relationship (ER) diagram for the 
reference application 



To map the ER model represented in the ER 
diagram to a relation model
• For each regular entity in the ER model, create a relation (table). 
• Make the attributes of the entity as the attributes of the table (or columns in a 
table). Choose one of the key attributes of the entity as the primary key for the 
relation. 
• For 1:1 relationship between two entities (say P and Q), include as a foreign key in 
one of the relations, say the relation for entity P, the primary key of the other 
relation Q. 
• For 1:N relationship between two entities (say R and S), include as a foreign key in 
relation for entity S (where S is the entity on the N side of the relationship), the 
primary key of relation for entity R. 
• For a M:N relationship between two entities (say U and V), create a new relation 
and in that relation include as foreign keys, the primary keys of the relations for 
entities U and V. If the M:N relationship has any simple attributes, include those as 
well in the new relation. 



SQL statements for creating tables

•CREATE TABLE department( number varchar(50) NOT NULL PRIMARY 
KEY, name varchar(200) NULL ); 

•CREATE TABLE employee ( number varchar(100) NOT NULL PRIMARY 
KEY, name varchar(100) NOT NULL, salary varchar(20) NOT NULL, 
department_id varchar(20) REFERENCES department (number), );

•CREATE TABLE project ( number varchar(20) NOT NULL PRIMARY KEY, 
name varchar(100) NOT NULL ); 

•CREATE TABLE workson ( id INT(6) UNSIGNED AUTO_INCREMENT 
PRIMARY KEY, employee_id varchar(20) NOT NULL REFERENCES 
employee (number), project_id varchar(20) NOT NULL REFERENCES 
project (number) );



SQL statements for inserting data into tables

• INSERT INTO department VALUES ("1001", "ECE"); 

• INSERT INTO employee (number, name, salary,department_id) 
VALUES ("5001", "Alex", "50000", "1001"); 

• INSERT INTO project VALUES ("201", "Cloud"); 

• INSERT INTO workson(employee_id,project_id) VALUES ("5001", 
"201");



SQL statements for querying tables

• # Retrieve all employees 

SELECT * FROM employee; 

• # Retrieve top 3 employees with highest salary 

SELECT * FROM employee ORDER BY salary DESC LIMIT 3;

• # Retrieve all employees in department ’ECE’ 

SELECT e.name, e.number, d.name FROM employee e, department d 
WHERE d.name=’ECE’ ; 

# Count the number of employees working on ’IoT’ project 

SELECT COUNT(*) FROM project p, workson w WHERE p.name=’IoT’ ;



Non-Relational (NoSQL) Databases 

•Amazon Dynamo DB 

•MongoDB

•Hbase

•Neo4j



Amazon Dynamo DB 

•DynamoDB allows users to create databases capable of storing and 
retrieving any amount of data, and serving any amount of traffic. 

• It automatically distributes data and traffic over servers to 
dynamically manage each customer's requests, and also maintains 
fast performance.



•DynamoDB for a reference application that retrieves and stores 
weather data for different cities. 

•The first step is to create a DynamoDB table from the DynamoDB 
dashboard.

•  A DynamoDB table can either have a simple primary key which is 
composed of a hash attribute (or partition key) or a composite 
primary key which is composed of a hash attribute and a range 
attribute (or sort key). 

•The hash attribute is used to build an unordered hash index and the 
range attribute is used to build an ordered range index. 



Primary Key
• The Primary Keys serve as the means of unique identification for table items, and 

secondary indexes provide query flexibility. DynamoDB streams record events by 
modifying the table data.

• The Table Creation requires not only setting a name, but also the primary key; 
which identifies table items. No two items share a key. DynamoDB uses two types 
of primary keys −
• Partition Key − This simple primary key consists of a single attribute referred to as the 

“partition key.” Internally, DynamoDB uses the key value as input for a hash function to 
determine storage.

• Partition Key and Sort Key − This key, known as the “Composite Primary Key”, consists of 
two attributes.

• The partition key and
• The sort key.

• DynamoDB applies the first attribute to a hash function, and stores items with the 
same partition key together; with their order determined by the sort key. Items 
can share partition keys, but not sort keys.

• The Primary Key attributes only allow scalar (single) values; and string, number, or 
binary data types. The non-key attributes do not have these constraints.



Secondary Indexes

•These indexes allow you to query table data with an alternate key. 
Though DynamoDB does not force their use, they optimize querying.

•DynamoDB uses two types of secondary indexes −
• Global Secondary Index − This index possesses partition and sort keys, which can differ 

from table keys.

• Local Secondary Index − This index possesses a partition key identical to the table, 
however, its sort key differs.



API

The API operations offered by DynamoDB include those of the control 
plane, data plane (e.g., creation, reading, updating, and deleting), and 
streams. In control plane operations, you create and manage tables 
with the following tools −

• CreateTable

• DescribeTable

• ListTables

• UpdateTable

• DeleteTable

Ref: https://www.tutorialspoint.com/dynamodb/dynamodb_create_table.htm



MongoDB

•MongoDB is a document-oriented non-relational database system.

•MongoDB is powerful, flexible and highly scalable database designed for 
web applications and is a good choice for a serving database for data 
analytics applications. 

• The basic unit of data stored by MongoDB is a document. A document 
includes a JSON-like set of key-value pairs. 

• Documents are grouped together to form collections. 

• Collections do not have a fixed schema and different documents in a 
collection can have different sets of key-value pairs. 

• Collections are organized into databases, and there can be multiple 
databases running on a single MongoDB instance.



•MongoDB provides a shell which can be used for performing various 
database operations.

Database
• Database is a physical container for collections. Each database gets its own set of 

files on the file system. A single MongoDB server typically has multiple databases.

Collection
• Collection is a group of MongoDB documents. It is the equivalent of an RDBMS 

table. A collection exists within a single database. Collections do not enforce a 
schema. Documents within a collection can have different fields. Typically, all 
documents in a collection are of similar or related purpose.

Document
• A document is a set of key-value pairs. Documents have dynamic schema. Dynamic 

schema means that documents in the same collection do not need to have the same 
set of fields or structure, and common fields in a collection's documents may hold 
different types of data.



Why Use MongoDB?
• Document Oriented Storage − Data is stored in the form of JSON style documents.
• Index on any attribute
• Replication and high availability
• Auto-Sharding
• Rich queries
• Fast in-place updates
• Professional support by MongoDB

Where to Use MongoDB?
• Big Data
• Content Management and Delivery
• Mobile and Social Infrastructure
• User Data Management
• Data Hub



Column Family Databases

• In column family databases the basic unit of data storage is a column, which has a name 
and a value. 

• A collection of columns make up a row which is identified by a row-key.

• Columns are grouped together into columns families. 

• Unlike, relational databases, the column family databases do not need to have fixed 
schemas and a fixed number of columns in each row. 

• The number of columns in a column family database can vary across different rows. 

• A column family can be considered as a map having key-value pairs and this map can vary 
across different rows. 

• Column family databases store data in a denormalized form so that all relevant 
information related to an entity required by the applications can be retrieved by reading a 
single row. 

• Column family databases support high-throughput reads and writes and have distributed 
and highly available architectures.



HBase

•HBase is a scalable, non-relational, distributed, column-family 
database that provides structured data storage for large tables. 

•HBase can store both structured and unstructured data. 

•The data storage in HBase can scale linearly and automatically by the 
addition of new nodes. 

•HBase has been designed to work with commodity hardware and is a 
highly reliable and fault tolerant system. 

•HBase allows fast random reads and writes.



Data Model 

• A table is consists of rows, which are indexed by the row key. 
• Each row includes multiple column families. Each column family includes multiple columns. 
• Each column includes multiple cells or entries which are timestamped. 
• HBase tables are indexed by the row key, column key and timestamp. 
• Unlike relational database tables, HBase tables do not have a fixed schema. 
• HBase columns families are declared at the time of creation of the table and cannot be changed later. 
• Columns can be added dynamically, and HBase can have millions of columns.
•  HBase is often described as a sparse, distributed, persistent, multi-dimensional sorted map.

• Sparse: In traditional relational databases, tables have fixed schemas. Each row in a table has the same 
number of columns. Each row has all the columns even if all of them are not populated. HBase, in contrast, has 
sparse tables as each row doesn’t need to have all the columns. Only the columns which are populated in a row are 
stored. 

• Distributed: HBase is a distributed database. HBase tables are partitioned based on row keys into regions. 
Each region contains a range of row keys. A typical HBase deployment contains multiple Region Servers. Each 
Region Server contains several regions from different tables.



•Persistent: HBase works on top of HDFS and all data stored in HBase 
tables is persisted on HDFS. 

• Multi-dimensional : HBase stores data as key-value pairs where the 
keys are multi-dimensional. A key includes: (Table, RowKey, 
ColumnFamily, Column, TimeStamp) as shown in Figure 4.6. For each 
entry/cell, multiple versions are stored, which are timestamped. 
• Sorted Map: HBase rows are sorted by the row key in lexicographic 
order. Columns in a column family are sorted by the column key. 
HBase cells cannot be over-written. Since the cells are versioned with 
timestamps, when newer values are added, the older values are also 
retained. Data is stored in cells as byte arrays. The applications are 
responsible for correctly interpreting the data type. 



HBase table structure



HBase key-value format



HBase Architecture
•An HBase deployment comprises multiple region servers which usually run 

on the same machines as the Hadoop data nodes. 
•HBase tables are partitioned by the row key into multiple regions 

(HRegions). Each region server has multiple regions. 
•HBase has a master-slave architecture with one of the nodes acting as the 

master node (HMaster) and other nodes are slave nodes. 
• The HMaster is responsible for maintaining the HBase meta-data and 

assignment of regions to region servers. 
•HBase uses Zookeeper for distributed state coordination. 
•HBase has two special tables - ROOT and META, for identifying which 

region server is responsible for serving a read/write request for a specific 
row key.



HBase Architecture



Data Storage & Operations 

• Each Region Server stores two types of files - a store file (HFile) and a write-ahead log (HLog). 

• The HFile contains a variable number of data blocks and the fixed blocks for file information and trailer. 

• Each data block contains a magic number and multiple key-value pairs. 

• The default size of a data block is 64 KB. 

• The index block stores the offset for the data and the meta-blocks. 

• The trailer stores pointers to other blocks. 

• HFiles are persisted on HDFS. 

• Each Region Server has a Memstore and a Block Cache. 

• The Memstore stores the recent edits to the data in memory and the Block Cache caches the data blocks. 

• Each Region Server also maintains a write-ahead log (WAL) known as the Hlog which logs the writes (that are 
also written to Memstore). 

• Since HLog is stored on HDFS, it ensures that even in the event of loss of Memstore (which is an in-memory 
buffer), the writes are never lost. 



• Each Region Server has a Block cache, which is an in-memory store that caches the most 
recently used blocks for fast lookup. 

• HBase supports the following operations: 

• Get: Get operation is used to return values for a given row key. 

• Scan: Scan operation returns values for a range of row keys. 

• Put: Put operation is used to add a new entry. 

• Delete: Delete operation adds a special marker called Tombstone to an entry. Entries 
marked with Tombstones are removed during the compaction process.

The storage structure used by HBase is a Log Structured Merge (LSM) Tree. LSM Tree uses 
two trees, 

one which is a smaller in-memory tree (in Memstore) 

other is a larger tree that is persisted on the disk (as store files). 

When the size of the in-memory tree exceeds a certain limit, it is merged with the larger 
tree on the disk using merge sort algorithm and a new in-memory tree is created. 

LSM Tree enables HBase to handle fast random reads and writes for large amounts of data. 
LSM Tree achieves this by transforming random data access to sequential data access. 



Read Path

• For read operations the client first contacts Zookeeper to get the 
location of the ROOT table. 

•The client then checks the ROOT table for correct META table 
containing the row key and obtains the Region Server name that is 
responsible for serving requests for that row-key. 

•The client then contacts the Region Server directly to complete the 
read operation. 

•The ROOT and META table lookups are cached by the client so that in 
subsequent read operations the client can directly contact the correct 
Region Server for a given row-key. 



Write Path

•All write requests are first logged into the WAL (HLog) sequentially.

•Once data is logged, it is also written to the Memstore. 

•The Memstore stores the most recent updates to enable fast lookups.

•Over time, the Memstore starts filling up as new updates are stored.

•When the Memstore is filled up, it is flushed to the disk creating a 
new store file (HFile).



Compactions

• Every time the Memstore is flushed to the disk, a new store file is created.

• Over time, many small store files are created on HDFS. 

• Since HDFS is designed to work better with a smaller number of large files (as opposed to a large 
number of small files), a process called compaction is performed to merge the small files into a 
single file. 

• The compaction process improves the read efficiency as a large number of small files don’t need to 
be looked up. 

• HBase compactions are of two types - minor and major. 

• Minor compaction merges the small files into a single file when the number exceeds a threshold. 
Minor compactions are done on a regular basis (typically multiple times in a day). 

• Major compactions merge all store files into a single large store file. In the major compaction 
process, the outdated and deleted values (cells which have expired versions or cells marked with 
Tombstones) are removed. 

• Compaction process improves the performance of HBase as looking up a single large store file for a 
get or scan operation is more efficient than looking up multiple small store files. 



Bloom Filters

•HBase uses Bloom Filters for the exclusion of store files that need to 
be looked up while serving read requests for a particular row key.

•Bloom filter is a probabilistic data structure which is used to test 
whether an element is a member of a set. 

•Bloom filter can give a definitive answer if the element is in the set, 
however, it can also say that an element is in the set while it is not. 

• In other words, false positives are possible, but false negatives are 
not possible. The number of false positives can be tuned to less than 
1%. 



HBase Usage Examples 

•Ref Text Book



BIG DATA STORAGE & PROCESSING
• HDFS Architecture 

• HDFS Commands 

• Map Reduce Programming Model 

• Hadoop YARN

• Apache Spark

• Apache Oozie



HDFS Architecture 

•HDFS is a distributed file system (DFS) that runs on large clusters and 
provides high-throughput access to data. 

•HDFS is a highly fault-tolerant system and is designed to work with 
commodity hardware. 

•HDFS stores each file as a sequence of blocks. 

•The blocks of each file are replicated on multiple machines in a 
cluster to provide fault tolerance. 



Characteristics of HDFS

• Scalable Storage for Large Files: HDFS has been designed to store large files (typically from 
gigabytes to terabytes in size). Large files are broken into chunks or blocks and each block is 
replicated across multiple machines in the cluster. HDFS has been designed to scale to clusters 
comprising of thousands of nodes. 

• Replication: HDFS replicates data blocks to multiple machines in a cluster which makes the system 
reliable and fault-tolerant. The default block size used is 64MB and the default replication factor is 3. 

• Streaming Data Access: HDFS has been designed for streaming data access patterns and provides 
high throughput streaming reads and writes. The HDFS design relaxes some of the POSIX requirements 
to enable streaming data access and make it suitable for batch operations thus trading off interactive 
access capability. This design choice has been made to meet the requirements of applications that 
involve write-once, read many times data access patterns. HDFS is not suited for applications that 
require low-latency access to data. Instead, HDFS provides high throughput data access. 

• File Appends: HDFS was originally designed to have immutable files. Files once written to HDFS 
could not be modified by writing at arbitrary locations in the file or appending to the file. Recent 
versions of HDFS have introduced the append capability. 



HDFS Architecture

• HDFS has two types of nodes: Namenode and Datanode. 

Namenode

• Namenode manages the filesystem namespace. 

• All the filesystem meta-data is stored on the Namenode. While Namenode is responsible for executing 
operations such as opening and closing of files, no data actually flows through the Namenode. 

• Namenode executes the read and write operations while the data is transferred directly to/from the 
Datanodes. 

• HDFS splits files into blocks, and the blocks are stored on the Datanodes. For each block, multiple replicas are 
kept. Namenode persistently stores the filesystem meta-data and the mappings of the blocks to the datanodes, 
on the disk as two files: fsimage and edits files. 

• The fsimage contains a complete snapshot of the filesystem meta-data. The edits file stores the incremental 
updates to the meta-data. 

When the Namenode starts, it loads the fsimage file into the memory and applies the edits file to bring the 
in-memory view of the filesystem up-to-date. Namenode then writes a new fsimage file to the disk.



Secondary Namenode

• The edits file keeps growing in size, over time, as the incremental updates are 
stored. 

• The responsibility of applying the updates to the fsimage file is delegated to the 
Secondary Namenode, as the Namenode may not have enough resources 
available, as it is performing other operations. 

• This process is called checkpointing. The checkpointing process is done either 
periodically (default 1 hour) or after a certain number of uncheckpointed 
transactions have been reached on the Namenode. 

• When the checkpointing process begins, the Secondary Namenode downloads the 
fsimage and edits files from the Namenode to the checkpoint directory on the 
Secondary Namenode. 

• The Secondary Namenode then applies the edits on the fsimage file and creates a 
new fsimage file. The new fsimage is uploaded by the Secondary Namenode to the 
Namenode.



HDFS architecture 



Datanode

•While the Namenode stores the filesystem meta-data, the Datanodes 
store the data blocks and serve the read and write requests. 
Datanodes periodically send heartbeat messages and block reports to 
the Namenode. While the heartbeat messages tell the Namenode 
that a Datanode is alive, the block reports contain information on the 
blocks on a Datanode.



Data Blocks & Replication

• Blocks are replicated on the Datanodes and by default three replicas are 
created. 

• The placement of replicas on the Datanodes is determined by a rack-aware 
placement policy. 

• This placement policy ensures reliability and availability of the blocks. 

• For a replication factor of three, one replica is placed on a node on a local 
rack, the second replica is placed on a different node on a remote rack and 
the third replica is placed on a different node on the same remote rack.

• This ensures that even if the rack becomes unavailable, at least one replica 
will remain available. Placement of replicas on different nodes in the same 
rack minimizes the network traffic between the racks.



HDFS Read Path

• The read process begins with the client sending a request to the Namenode to obtain the 
locations of the data blocks for a file. 

• The Namenode checks if the file exists and whether the client has sufficient permissions 
to read the file. 

• The Namenode responds with the data block locations sorted by the distance to the 
client. 

• This helps in minimizing the traffic between the nodes as the client can read the blocks 
from the nearest node. 

• For example, if the client is on the same node as a data block, it can read the data block 
locally. 

• The client reads the data blocks directly from the Datanodes in order, till all the blocks 
have been read. 

• The Datanodes stream the data to the client. During the read process, if a replica becomes 
unavailable, the client can read another replica on a different Datanode.





HDFS Write Path

• The write process begins with the client sending a request to the Namenode to create a new file in the filesystem namespace. 

• The Namenode checks if the user has sufficient permissions to create the file and whether the file doesn’t already exist in the 
filesystem. 

• The Namenode responds to the client with an output stream object. 

• The client writes data to the output stream object which splits the data into packets and enqueues them into a data queue. 

• The packets are consumed from the data queue in a separate thread, which requests the Namenode to allocate new blocks on 
the Datanodes to which the data should be written. Namenode responds with the locations of the blocks on the Datanodes. 

• The client then establishes direct connections to the Datanodes on which the blocks are to be replicated forming a replication 
pipeline. 

• The data packets consumed from the data queue are written to the first Datanode on the replication pipeline, which writes 
data to the second Datanode in the pipeline and so on. 

• Once the packets are successfully written, each Datanode in the pipeline sends an acknowledgment. 

• The client keeps a track of which all packets are acknowledged by the Datanodes. 

• The process of writing data packets to the Datanodes proceeds till the block size is reached. 

• Upon reaching the block size, the client again requests the Namenode to return a set of new blocks on the Datanodes. 

• The client then streams the packets to the Datanodes. 

• This process repeats till all the data packets are written and acknowledged. Finally, the client closes the output stream and 
sends a request to the Namenode to close the file.





HDFS Command

•#Copy file to HDFS

hdfs dfs -put <local source> <destination on HDFS>

•#Get file from HDFS 

hdfs dfs -get <source on hdfs> <local destination>

•#List files on HDFS

hdfs dfs -ls <args>

•#Show contents of a file on HDFS

hdfs dfs -cat <HDFS Path>



•#Remove a file on HDFS 

hdfs dfs -rm <HDFS Path>

•#Create a directory on HDFS

hdfs dfs -mkdir <paths>



Map Reduce Programming Model 
• MapReduce is a parallel data processing model for processing and analysis of massive scale data.

• MapReduce model has two phases: Map and Reduce. 

• MapReduce programs are written in a functional programming style to create Map and Reduce functions. 

• The input data to the map and reduce phases is in the form of key-value pairs. 

• Run-time systems for MapReduce are typically large clusters built of commodity hardware. 

• The MapReduce run-time systems take care of tasks such partitioning the data, scheduling of jobs and 
communication between nodes in the cluster. 

• This makes it easier for programmers to analyze massive scale data without worrying about tasks such as data 
partitioning and scheduling. 

• In the Map phase, data is read from a distributed file system, partitioned among a set of computing nodes in 
the cluster, and sent to the nodes as a set of key-value pairs. 

• The Map tasks process the input records independently of each other and produce intermediate results as 
key-value pairs. 

• The intermediate results are stored on the local disk of the node running the Map task. 

• When all the Map tasks are completed, the Reduce phase begins in which the intermediate data with the same 
key is aggregated.

• An optional Combine task can be used to perform data aggregation on the intermediate data of the same key 
for the output of the mapper before transferring the output to the Reduce task. 

• MapReduce programs take advantage of locality of data and the data processing takes place on the nodes 
where the data resides.



• In traditional approaches for data analysis, data is moved to the 
compute nodes which results in the delay in data transmission 
between the nodes in a cluster. 

•However, the MapReduce programming model moves the 
computation to where the data resides thus decreasing the 
transmission of data and improving efficiency. 

•The MapReduce programming model is well suited for parallel 
processing of massive scale data in which the data analysis tasks can 
be accomplished by independent map and reduce operations. 

•The sort and shuffle phase begins as soon as a map task completes 
and the reduce phase begins after the intermediate key-value pairs 
from all the map tasks are shuffled to the reducer. 



Map/Reduce slot assignments for a word 
count MapReduce job



Map/Reduce slot assignments for an inverted 
index MapReduce job



Hadoop YARN

•Hadoop YARN is the next generation architecture of Hadoop (version 
2.x). 

• In the YARN architecture, the original processing engine of Hadoop 
(MapReduce) has been separated from the resource management 
component (which is now part of YARN). 

•This makes YARN effectively an operating system for Hadoop that 
supports different processing engines on a Hadoop cluster such as 
MapReduce for batch processing, Apache Tez for interactive queries, 
Apache Storm for stream processing, for instance.



Comparison of Hadoop 1.x and 2.x 
architectures 



Hadoop MapReduce Next Generation (YARN) 
job execution 



•The next-generation MapReduce architecture divides the two major 
functions of the JobTracker in Hadoop 1.x - resource management and 
job life-cycle management - into separate components - 
ResourceManager and ApplicationMaster .



The key components of YARN

• Resource Manager (RM): RM manages the global assignment of compute resources to 
applications. RM consists of two main services: – Scheduler: Scheduler is a pluggable service 
that manages and enforces the resource scheduling policy in the cluster. – Applications 
Manager (AsM): AsM manages the running Application Masters in the cluster. AsM is 
responsible for starting application masters and for monitoring and restarting them on 
different nodes in case of failures. 

• Application Master (AM): A per-application AM manages the application’s life cycle. AM is 
responsible for negotiating resources from the RM and working with the NMs to execute 
and monitor the tasks. 

• Node Manager (NM): A per-machine NM manages the user processes on that machine. 

• Containers: Container is a bundle of resources allocated by RM (memory, CPU and 
network). A container is a conceptual entity that grants an application the privilege to use a 
certain amount of resources on a given machine to run a task. Each node has an NM that 
spawns multiple containers based on the resource allocations made by the RM.



• YARN cluster with a Resource Manager node and three Node Manager nodes. 

• There are as many Application Masters running as there are applications (jobs). 

• Each application’s AM manages the application tasks such as starting, monitoring 
and restarting tasks in case of failures. 

• Each application has multiple tasks. Each task runs in a separate container.

• Containers in YARN architecture are similar to task slots in Hadoop MapReduce 1.x 
(MR1). 

• However, unlike MR1 which differentiates between map and reduce slots, each 
container in YARN can be used for both map and reduce tasks. 

• The resource allocation model in MR1 consists of a predefined number of map 
slots and reduce slots. 

• This static allocation of slots results in low cluster utilization. 

• The resource allocation model of YARN is more flexible with the introduction of 
resource containers which improve cluster utilization. 



The interactions between a Client and Resource Manager. 

• Job execution begins with the submission of a new application 
request by the client to the RM. 

•The RM then responds with a unique application ID and information 
about cluster resource capabilities that the client will need in 
requesting resources for running the application’s AM. 

•Using the information received from the RM, the client constructs and 
submits an Application Submission Context which contains 
information such as scheduler queue, priority and user information.

•The Application Submission Context also contains a Container Launch 
Context which contains the application’s jar, job files, security tokens 
and any resource requirements. 

•The client can query the RM for application reports. The client can 
also "force kill" an application by sending a request to the RM.



Client - Resource Manager interaction



The interactions between Resource Manager and Application Master. 

• Upon receiving an application submission context from a client, the RM finds an available container 
meeting the resource requirements for running the AM for the application. 

• On finding a suitable container, the RM contacts the NM for the container to start the AM process 
on its node. 

• When the AM is launched it registers itself with the RM. 

• The registration process consists of handshaking that conveys information such as the RPC port that 
the AM will be listening on, the tracking URL for monitoring the application’s status and progress, 
etc. 

• The registration response from the RM contains information for the AM that is used in calculating 
and requesting any resource requests for the application’s individual tasks (such as minimum and 
maximum resource capabilities for the cluster). 

• The AM relays heartbeat and progress information to the RM. 

• The AM sends resource allocation requests to the RM that contains a list of requested containers, 
and may also contain a list of released containers by the AM. 

• Upon receiving the allocation request, the scheduler component of the RM computes a list of 
containers that satisfy the request and sends back an allocation response. 

• Upon receiving the resource list, the AM contacts the associated NMs for starting the containers. 
When the job finishes, the AM sends a Finish Application message to the RM.



Resource Manager - Application Master 
interaction



The interactions between the an Application Master and the Node 
Manager. 

•Based on the resource list received from the RM, the AM requests the 
hosting NM for each container to start the container. 

•The AM can request and receive a container status report from the 
Node Manager.



Application Master - Node Manager 
interaction



MapReduce job execution within a YARN 
cluster



Hadoop Schedulers

•The scheduler is a pluggable component in Hadoop that allows it to 
support different scheduling algorithms. 

•The pluggable scheduler framework provides the flexibility to support 
a variety of workloads with varying priority and performance 
constraints.



The Hadoop scheduling algorithms

FIFO 

• FIFO scheduler maintains a work queue in which the jobs are queued. 
The scheduler pulls jobs in first-in first-out manner (oldest job first) 
for scheduling. There is no concept of priority or size of the job in FIFO 
scheduler.



Fair Scheduler
• The Fair Scheduler was originally developed by Facebook. 

• Facebook uses Hadoop to manage the massive content and log data it accumulates every day. 

• It is our understanding that the need for Fair Scheduler arose when Facebook wanted to share the data warehousing infrastructure between 
multiple users. 

• The Fair Scheduler allocates resources evenly between multiple jobs and also provides capacity guarantees. 

• Fair Scheduler assigns resources to jobs such that each job gets an equal share of the available resources on average over time.

• Unlike the FIFO scheduler, which forms a queue of jobs, the Fair Scheduler lets short jobs finish in reasonable time while not starving long 
jobs. 

• Tasks slots that are free are assigned to the new jobs, so that each job gets roughly the same amount of CPU time. 

• The Fair Scheduler maintains a set of pools into which jobs are placed. 

• Each pool has a guaranteed capacity. When there is a single job running, all the resources are assigned to that job. 

• When there are multiple jobs in the pools, each pool gets at least as many task slots as guaranteed. Each pool receives at least the 
minimum share.

• When a pool does not require the guaranteed share the excess capacity is split between other jobs. 

• This lets the scheduler guarantee capacity for pools while utilizing resources efficiently when these pools don’t contain jobs. 

• The Fair Scheduler keeps track of the compute time received by each job. The scheduler computes periodically the difference between the 
computing time received by each job and the time it should have received in ideal scheduling. 

• The job which has the highest deficit of the compute time received is scheduled next. This ensures that over time, each job gets its fair share 
of compute time. Fair scheduler is useful when a small or large Hadoop cluster is shared between multiple groups of users in an organization. 

• Though the fair scheduler ensures fairness by maintaining a set of pools and providing guaranteed capacity to each pool, it does not provide 
any timing guarantees and hence it is ill-equipped for real-time jobs.



Capacity Scheduler

• The Capacity Scheduler was developed by Yahoo. 

• Capacity scheduler has similar functionality as the Fair Scheduler but adopts a different scheduling philosophy. 

• In Capacity Scheduler, multiple named queues are defined, each with a configurable number of map and reduce slots. Each 
queue is also assigned a guaranteed capacity. 

• The Capacity Scheduler gives each queue its capacity when it contains jobs, and shares any unused capacity between the 
queues. 

• Within each queue FIFO scheduling with priority is used. For fairness, it is possible to place a limit on the percentage of 
running tasks per user, so that users share a cluster equally. 

• A wait time for each queue can be configured. When a queue is not scheduled for more than the wait time, it can preempt 
tasks of other queues to get its fair share. 

• When a TaskTracker has free slots, the Capacity Scheduler picks a queue for which the ratio of number of running slots to 
capacity is the lowest. 

• The scheduler then picks a job from the selected queue to run. Jobs are sorted based on when they’re submitted and their 
priorities. 

• Jobs are considered in order, and a job is selected if its user is within the user-quota for the queue, i.e., the user is not already 
using queue resources above the defined limit. 

• The capacity scheduler is useful when a large Hadoop cluster is shared between with multiple clients and different types and 
priorities of jobs. 

• Though the capacity scheduler ensures fairness by maintaining a set of queues and providing guaranteed capacity to each 
queue, it does not provide any timing guarantees and, therefore, it may be ill-equipped for real-time jobs.



Apache Spark

•Apache Spark is an open source cluster computing framework for 
data analytics.

•  Spark supports in-memory cluster computing and promises to be 
faster than Hadoop. 

• Spark supports various high-level tools for data analysis such as Spark 
Streaming for streaming jobs, Spark SQL for analysis of structured 
data, MLlib machine learning library for Spark, and GraphX for graph 
processing. 

• Spark allows real-time, batch and interactive queries and provides 
APIs for Scala, Java and Python languages. 



Spark tools



Spark tools

• Spark Core: Spark Core provides common functionality (such as task scheduling and 
input/output), which is used by other Spark components. Spark provides a data 
abstraction called resilient distributed dataset (RDD) which is a collection of elements 
partitioned across the nodes in a Spark cluster. The RDD elements can be operated on in 
parallel in the cluster. RDDs are immutable and distributed collection of objects. 

• Spark Streaming: Spark Streaming is a Spark component for analysis of streaming data 
such as sensor data, click stream data, web server logs, etc. 

• Spark SQL: Spark SQL is a Spark component that enables interactive querying of data 
using SQL queries. 

• Spark MLlib: Spark MLlib is Spark’s machine learning library that provides 
implementations of commonly used machine learning algorithms for clustering, 
classification, regression, collaborative filtering and dimensionality reduction. 

• Spark GraphX: Spark GraphX is a component for performing graph computations. GraphX 
provides implementations of common graph algorithms such as PageRank, connected 
components, and triangle counting. 



Components of a Spark cluster

• Each Spark application consists of a driver program and is coordinated by a 
SparkContext object. 

• Spark supports various cluster managers including Spark’s standalone cluster 
manager, Apache Mesos and Hadoop YARN. 

• The cluster manager allocates resources for applications on the worker nodes. 
• The executors which are allocated on the worker nodes run the application code as 

multiple tasks. 
• Applications are isolated from each other and run within their own executor 

processes on the worker nodes. 
• Spark comes with a spark-ec2 script (in the spark/ec2 directory) which makes it easy 

to setup Spark cluster on Amazon EC2. 
• With spark-ec2 script you can easily launch, manage and shutdown Spark cluster on 

Amazon EC2.



Components of a Spark cluster



• To start a Spark cluster

./spark-ec2 -k <keypair> -i <key-file> -s <num-slaves>
launch <cluster-name> -instance-type=<INSTANCE_TYPE>
• Spark cluster setup on EC2 is configured to use HDFS as its default filesystem. To analyze 

contents of a file, the file should be first copied to HDFS

bin/hadoop fs -put file.txt file.txt
• Spark supports a shell mode with which you can interactively run commands for analyzing 

data. To launch the Spark Python shell

./bin/pyspark

• Creating RDDs

RDDs can be created either by parallelizing existing collections or by loading an external 
dataset

#Create RDD from a local file 

lines = sc.textFile("file:///root/spark/README.md") 
#Create RDD by parallelizing an existing collection 

data = sc.parallelize([1, 2, 2, 3, 3, 4, 5]) 



Spark Operations

• Spark RDDs support two types of operations:

• Transformations: Transformations are used to create a new dataset 
from an existing one. 

• Actions: Actions return a value to the driver program after running a 
computation on the dataset. 



Transformations 

• Datasets

lines = sc.textFile("file:///root/spark/README.md") 

data1 = sc.parallelize([1, 2, 2, 3, 3, 4, 5]) 

data2 = sc.parallelize([3, 4, 5, 6, 7, 8])

• map 

The map transformation takes as input a function which is applied to each element of the dataset and maps each input item to 
another item.

#map transformation example 

lineLengths = lines.map(lambda s: len(s)) lineLengths.take(5) [14, 0, 78, 72, 73]

• filter 

The filter transformation generates a new dataset by filtering the source dataset using the specified function.

#filter transformation example 
filteredLines = lines.filter(lambda line: line.find(‘Spark’)>0) 
filteredLines.take(3) [u‘# Apache Spark’, u‘rich set of higher-level tools including Spark SQL for SQL and structured’, u‘and Spark 
Streaming for stream processing.’]  



• reduceByKey

The reduceByKey transformation when applied on dataset containing 
key-value pairs, aggregates values of each key using the function 
specified

# reduceByKey transformation example 
splitLines = lines.flatMap(lambda line: line.split()) 
words=splitLines.map(lambda word: (word, 1)) 
counts=words.reduceByKey(lambda a, b: a+b) 
counts.take(5) [(u‘all’, 1), (u‘when’, 1), (u‘"local"’, 1), (u‘including’, 3), 
(u‘computation’, 1)]



• flatMap
The flatMap transformation takes as input a function which is applied to each 
element of the dataset. The f latMap transformation can map each input 
item to zero or more output items.
#flatMap transformation example 
splitLines = lines.flatMap(lambda line: line.split()) 
splitLines.take(10) 
[u‘#’, u‘Apache’, u‘Spark’, u‘Spark’, u‘is’, u‘a’, u‘fast’, u‘and’, u‘general’, 
u‘cluster’] 
• Sample
The sample transformation samples the data with or without replacement.
#sample transformation example 
datasample = data1.sample(False, 0.5) 
datasample.collect() 
[3, 3, 4] 



• Union
The union transformation generates a new dataset from the union of two 
datasets.
 #union transformation example 
data = data1.union(data2) 
data.collect() 
[1, 2, 2, 3, 3, 4, 5, 3, 4, 5, 6, 7, 8] 

• Intersection
The intersection transformation generates a new dataset from the 
intersection of two datasets.
#intersection transformation example 
data = data1.intersection(data2) 
data.collect() 
[4, 5, 3]



• Join

The join transformation generates a new dataset by joining two 
datasets containing key-value pairs.

#join transformation example 

a=sc.parallelize([(‘John’, 1), (‘Tom’, 2), (‘Ben’, 3)]) 
b=sc.parallelize([(‘John’, ‘CA’), (‘Tom’, ‘GA’), (‘Ben’, ‘VA’)]) 

c=a.join(b) c.collect() 

[(‘Ben’, (3, ‘VA’)), (‘John’, (1, ‘CA’)), (‘Tom’, (2, ‘GA’))]

Transformations are lazy and not computed till an action requires a 
result to be returned to the driver program. By computing 
transformations in a lazy manner, Spark is able to perform operations in 
a more efficient manner as the operations can be grouped together. 
Spark API allows chaining together transformations and actions.



Actions

• reduce 
The reduce action aggregates the elements in a dataset using the specified 
function.
#reduce transformation example 
lineLengths = lines.map(lambda s: len(s)) 
totalLength = lineLengths.reduce(lambda a, b: a + b) 
3526 
• Collect
The collect action is used to return all the elements of the result as an array.
#Map transformation example 
lineLengths = lines.map(lambda s: len(s)) 
lineLengths.collect() 
[14, 0, 78, 72, 73, ... , 70]



• Count
The count action returns the number of elements in a dataset. 
#count transformation example 
lines.count() 
98 
• First
The first action returns the first element in a dataset.
#Map transformation example 
lines.first() 
u‘# Apache Spark’

Take
The take action returns the first n elements in a dataset. 
#Map transformation example 
lines.take(3) 
[u‘# Apache Spark’, u‘’, u‘Spark is a fast and general 
cluster computing system for Big Data. It provides’]



• takeSample

The takeSample action returns a sample containing a specified number 
of elements from a dataset with or without replacement

#takeSample transformation example 
data1.takeSample(False, 2) 
[2, 2] 

saveAsTextFile 
The saveAsTextFile action writes the elements in a dataset to a text file 
either on the local filesystem or HDFS.

#saveAsTextFile transformation example 
lines.saveAsTextFile(‘/path/to/file’)



saveAsSequenceFile

•The saveAsSequenceFile action writes the elements in a dataset to 
Hadoop SequenceFile on the local filesystem or HDFS.

#saveAsSequenceFile transformation example 

data.saveAsSequenceFile(‘/path/to/file’)



word counts

• The program uses the map and reduce functions. 

• The flatMap and map transformation take as input a function which is applied to each 
element of the dataset. 

• While the flatMap function can map each input item to zero or more output items, the 
map function maps each input item to another item. 

• The transformations take as input, functions which are applied to the data elements. 

• The input functions can be in the form of Python lambda expressions or local functions. 

• In the word count example flatMap takes as input a lambda expression that splits each line 
of the file into words. 

• The map transformation outputs key value pairs where the key is a word and value is 1. 
The reduceByKey transformation aggregates values of each key using the function 
specified (add function in this example). 

• Finally, the collect action is used to return all the elements of the result as an array. 



Apache Spark Python program for computing 
word count
from operator import add 

from pyspark import SparkContext 

sc = SparkContext(appName="WordCountApp") 

lines = sc.textFile("file.txt") 

counts = lines.flatMap(lambda x: 

x.split(‘ ’)).map(lambda x: (x, 1)).reduceByKey(add) 

output = counts.collect() 

for (word, count) in output: 

print "%s: %i" % (word, count)



Apache Oozie

• Many batch analysis applications require more than one MapReduce job to be 
chained to perform data analysis. This can be accomplished using Apache Oozie 
system. 

• Oozie is a workflow scheduler system that allows managing Hadoop jobs.
• With Oozie, you can create workflows which are a collection of actions (such as 

MapReduce jobs) arranged as Direct Acyclic Graphs (DAG). 
• Control dependencies exist between the actions in a workflow. 
• Thus, an action is executed only when the preceding action is completed.
• An Oozie workflow specifies a sequence of actions that need to be executed using 

an XML-based Process Definition Language called Hadoop Process Definition 
Language (hPDL). 

• Oozie supports various types of actions such as Hadoop MapReduce, Hadoop file 
system, Pig, Java, Email, Shell, Hive, Sqoop, SSH and custom actions. 



UNIT V

Setting up Big Data Stack

































































Amazon Elastic MapReduce (EMR)

•Amazon Elastic MapReduce is a managed big data cluster platform 
that support

• Hadoop

• Hive

• Hue

• Mahout

• Pig

• Spark



EMR supports two launch modes

•Cluster and 

• Step execution



Cluster Launch Mode

•With the cluster launch

•mode, you can create clusters running the big data frameworks. You 
can choose the type of

• stack to use for the cluster (or the vendor type - EMR stack or MapR 
big data stack).



Step execution Launch Mode

•With the Step execution option, you add steps (which is a unit or 
work) to run after the

• cluster launches. The EMR service automatically determines the 
applications/frameworks

• that are required to complete the steps. When you create the cluster, 
the steps are completed,

•and the cluster is terminated automatically



EMR supports the following types of steps

• Custom JAR: Custom JAR job flow runs a Java program that you have 
uploaded to Amazon S3.
• Hive program: You can create a Hive job flow with EMR which can either be 

an interactive Hive job or a Hive script.
• Streaming job: Streaming job flow runs a single Hadoop job consisting of 

the map and reduce functions implemented in a script or binary that you 
have uploaded to Amazon S3. You can write map and reduce scripts in 
Ruby, Perl, Python, PHP, R, Bash, or C++.
• Pig programs: You can create a Pig job flow with EMR which can either be 

an interactive Pig job or a Pig script.
• Spark application: You can run a Spark application by providing the Spark 

application JAR and the Spark-submit options.



•An EMR cluster can be created from the EMR dashboard

•Provide a cluster name, select an EMR release and the applications to 
install. Next, select the

• instance type to use for the cluster and the number of instances in 
the cluster. Next, select the

•EC2 key-pair that you will use to connect securely to the cluster.

•nce the cluster is setup, you can obtain the cluster connection details 
and the links to

• the web interfaces of the individual applications from the cluster 
details page















Azure HDInsight

•Azure HDInsight service allows you to setup managed clusters running 
the Hadoop ecosystem

•of components. HDInsight cluster can be created from the Azure 
portal

•  The supported cluster types include Hadoop, HBase, Spark, and 
Storm.



Summary

• Four options of setting up the big data stacks and the frameworks for 
batch, real-time and interactive processing that are used.

•The readers can choose any stack that suits their requirements. While 
the Amazon EMR and Azure HDInsight services require you to setup 
accounts on the respective cloud service platforms, the HDP and CDH 
stacks can be setup on local machines as well.


